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Message from the Work-in-Progress Chair

Dear Colleagues,

Welcome to Vienna and the Work-in-Progress (WiP) Session of the 32™ |EEE Real-
Time Systems Symposium (RTSS’11). This year, we are pleased to present 15
excellent short papers describing ongoing and innovative research in real-time
systems. These papers were selected from a total of 27 submissions and cover
new and important topics such as mixed-criticality scheduling, multi/many-core
systems, adaptive scheduling, and model checking -- just to name a few.

The goal of the WiP Session is to provide researchers with an opportunity

to discuss their evolving ideas and gather feedback from the real-time community
at large. To facilitate this goal, the WiP Session consists of an oral presentation
session, where authors give a short, five-minute overview of their ongoing work,
followed immediately by a poster session. During the poster session, light
refreshments and snacks will be served to provide a nice atmosphere for mingling
and discussion between WiP authors and the audience. | encourage all RTSS
participants to visit the authors’ posters during this time and ask questions and
offer feedback. The WIP session will take place on the first day of the main
conference (November 30, 2011).

The WIP Session would not occur without the tremendous efforts of many
individuals. | would like to take this opportunity to thank all the people involved.
Thank you to the authors who submitted their work and the program committee
who worked very hard to provide excellent feedback and evaluation of the
submissions. Special thanks to Luis Almeida and Scott Brandt for their guidance,
Enrico Bini for organizing the publication for the WiP and workshop proceedings,
Peter Puschner for arranging local support, and Rob Davis for his many useful tips
on WP Session organization.

Nathan Fisher
Wayne State University, USA
Work-in-Progress Chair of RTSS 2011
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Probabilities for Mixed-Criticality Problems: Bridging the Uncertainty Gap

Bader Alahmad, Sathish Gopalakrishnan
UBC Vancouver, Canada
bader@ece.ubc.ca, sathish@ece.ubc.ca

Abstract—We propose and contrast two probabilistic
execution-behavior models for mixed-criticality independent
job systems as they execute on a single machine. The models
differ in both the system assumptions and the amount of
job information they offer and exploit. While one model is
compliant with the current standard practice of fixing jobs’
criticalities, the other is a proposal to treat job criticalities as
random entities with predetermined probabilities of jobs being
of certain criticalities throughout the lifetime of the system.

I. INTRODUCTION

Critical embedded systems (CESs) face the need of new
functionalities imposed by the end users. For instance a car
owner refuses nowadays to have a car without ABS inside.
These new functionalities of CESs impose the utilisation of
complex architectures. The complex architectures increase
the time variability of programs and this coupled with worst-
case reasoning implies over-provisioned systems. Avoiding
such over-provision became an important problem within
CESs. One model answering such problem in the mixed-
criticality problem. It is natural then to combine mixed-
criticality with probabilistic approaches known to decrease
the over-provision by taking into account the information
that worst-case situations have low probability of occur-
rence. To our best knowledge this short paper is the first
work introducing probabilities for mixed-criticality prob-
lems.

I1. DETERMINISTIC MIXED-CRITICALITY SCHEDULING

We review first the deterministic mixed-criticality
scheduling problem as stated in Baruah et al. [1, 2]. We then
pinpoint the shortcomings from which this model suffers in
order to propose alternative probabilistic solutions.

A. System Model
The system is composed of n independent jobs in the
machine, with L-criticality levels available, where L 2 N.

Every job J; 2 J is associated with a release time r; 2
Q4+ [ T0g, a absolute deadline d; 2 Q4+ and a fixed criticality

job is associated with a Worst-Case Execution Time (WCET)
estimate c;.-. Accordingly every job J; 2 J is completely

Luca Santinelli, Liliana Cucu-Grosjean
INRIA Nancy Grand Est, France

luca.santinelli@inria.fr, liliana.cucu@inria.fr

B. Behavior of Job Execution

As jobs execute upon the processor, they might ex-
hibit different execution times than those reported by their
WCETSs. The behavior of execution® of job set J is defined

that job J; actually consumes, and which becomes known
when the job signals that it has finished execution. Job
behaviors therefore are exactly the uncertainties that any
scheduling algorithm needs to combat in order to achieve
the maximum utilization pf the processor. In general, J
might exhibit infinitely many behaviors. Relative to every
possible behavior of J, the system criticality level crit; (b)

upper bounds its corresponding observed b; as tightly as
possible. More precisely

and if no such * exists, then b is said to be erroneous.
For the definition of system criticality level to be mean-
ingful, it is required that

Assumption 1. Every job’s WCET estimates monotonically
increase with respect to criticality levels, i.e., we assume
that cj.- 6 cj.<41 for every “ 2 f1;:::;L  1g.

Moreover, it is assumed that a job’s WCET estimate does
not increase beyond its own criticality, which leads to the
following assumption.

Assumption 2. For every J; 2 J, we assume that Cj.: = Cii;

C. Problem Statement

In the original problem definition, [1, 2], it is assumed
that if the system criticality level is revealed, then all
jobs whose criticality is less than the system criticality
level need not be considered for schedulability and can
be dropped in the analysis. Combining the definitions and
assumptions above stated leads to the following definition of
the Mixed-Criticality (MC)-Schedulability problem, which
we call MC-SCHED, and define instances of it as | = (J;L).

Definition 1 (MC-Schedulability). An instance | = (J;L)
is MC-Schedulable if every job J; 2 J can receive bj units

1Some authors use the term “scenario” synonymously to “behavior”.



of execution during [ri;d;] for every valid (non-erroneous)
behavior b in which crit(b) 6 c;.

Accordingly, the MC-Scheduling problem is to design an
on-line non-clairvoyant scheduling strategy that achieves the
goal stated in Definition 1. In the absence of the actual
behavior values bj, we can relax Definition 1 to require that
every job Jj receives at most Cjcrir(p) UNits of execution
instead of bj. Since bj 6 Cj.critqw) 6 Ci; for any valid b, the
relaxed definition remains consistent with Assumption 2.

D. Shortcoming of the Deterministic Model

An optimal adversarial scheduling policy knows the be-
havior of the input job set prior to its execution, and thus
knows which jobs to drop and how much execution time to
allocate exactly for every job. The makespan of a a certain
schedule of a job set is the finish time (completion time) of
the last job to leave the system. By the maximum achievable
processor utilization of a certain algorithm for scheduling
mixed criticality job systems, we refer to the minimum ratio
of the makespan of the schedule returned by the optimal
adversary to that returned by the scheduling algorithm, taken
over all instances | 2 MC-SCHED. Accordingly, in order to
achieve the maximum processor utilization, any scheduling
strategy for mixed-criticality job systems should

assign the tightest execution times to jobs such that the
system requirements are satisfied, and

drop those jobs whose criticality is below the criticality
level of the system as revealed upon the execution of
jobs at run-time.

We are therefore in quest for on-line scheduling strategies
that are capable of predicting how the job system behaves
under different conditions and that can cope with the in-
evitable uncertainty of job execution behaviors.

In the deterministic problem, jobs are only equipped
with WCET estimates at different criticality levels, and
the criticality of every job is fixed throughout the lifetime
of the system. With only this information, any scheduling
algorithm is forced to assign sometimes overly pessimistic
WCET estimates to jobs. Furthermore, this information is
not sufficient to predict the criticality level that the system
is more likely to spend most of its time at, thus ruling out the
possibility of dropping jobs that are irrelevant to the system
as far its operation and safety are concerned.

For the reasons above, richer models that encode job
execution uncertainty and dynamism are needed in order
to provide for less pessimism and better prediction of the
system behavior. Those models are naturally probabilistic,
and this is the thesis of the current work. We invite the reader
to examine the works in [3, 4, 5] for successful applications
of probabilistic models to analyze the schedulability of real-
time task systems.

I1l. PROBABILISTIC MIXED-CRITICALITY: ARBITRARY
JOB EXECUTION-TIME DISTRIBUTIONS

One way to quantify job behavior uncertainties is by
associating every job with an execution time probability
distribution measured at every criticality level. Our premise
is that, while conforming to current standards (fixed job
criticalities), jobs might actually consume less execution
times at different system criticality levels than their WCET
estimates. This means that the probability that a job hits its
WCET estimate at run-time might be very low. The effects
of this on the achievable utilization of the processor become
significant when the difference between job WCET estimates
at different criticality levels is considerably large. In the
following we show how execution time distributions capture
the thus mentioned job behavior.

The execution time requirements of job J; at criticality

be a random variable defined as the identity function C; :
Ci.- ¥ C;., which is distributed according to the probability
mass 2 function (pmf) fc,..(c)  P[Ci;- = c]. Accordingly
every J; 2 J is associated with L pmfs that each can be
represented finitely as

Ci;‘;max
fCi;-(ci;‘;max)

Ci;‘;min
fCi;- (Ci;‘;min)

fe,. =

Ji executes for cj.- time units at system criticality level
‘. Thus every job is completely characterized as J; =

We will assume that the random variables fCi;‘g':=1 repre-
senting job J;’s execution time requirements at all L critical-
ity levels are independent, and further that all execution time
random variables of all jobs in J are independent, i.e., the
random variables in the set ~_,fCi..g_, are independent,
and have arbitrary distributions.

A. Model Justification and Assumptions

Using this model, we aim at deriving relationships be-
tween the maximum processor utilization achievable by
scheduling algorithms and the probability of job(s) deadline
miss. The latter becomes a metric upon which the perfor-
mance of probabilistic scheduling algorithms are based.

Our model allows a job to exhibit different stochastic
behaviors at different criticality levels, each quantified by
its own probability distribution. It is also worthy to note
that the proposed probabilistic model reduces trivially to
the deterministic model by having only one execution time
estimate that occurs with probability 1 at each criticality

level; i.e., fc.. = C'l for every “ 2 f1;:::;Lg, for every

2we use the term probability mass function to make it explicit that we
are dealing with discrete random variables.



B. Suggested Problems and Schedulability Analysis

The lateness of job J; is defined as Lj = f; dj, where f;
is the finish time of J;. In a hard real-time environment, we
always require that L; 6 0. Let f;.- be the finish time of a job
Ji when the system criticality level is “; in other words, fj.-
is the finish time of job J; according to the execution time
allocated to J; by a scheduling algorithm against a behavior,
say b, that results in crity(b) =

In the probabilistic setting, the finish time and therefore
the lateness are random variables, and we define the latter as
Li- =F;.- dj, where F;.- is a random variable that indicates
job Ji’s finish time when the system is operating at criticality
level “ (as determined by a certain scheduling algorithm).

Problem Statement: We are interested in a prob-
abilistic scheduling algorithm that minimizes the maxi-
mum expected lateness across all jobs in J. Let Fimax =
mafo.l;::"F. Lg. Then Limax = maxfFiq;::55Fig  d;

and the objective is to minimize the expected maximum
lateness, which we denote as E[Lmnax].

Of course, the pmfs fr,.(f) for every i 2 f1;:::;ng might
be different for different scheduling algorithms, and they are
usually computed by convolving execution time distributions
according to working of the algorithm. We are currently
investigating the design of such scheduling algorithms.

Assuming for the moment that there is a scheduling algo-
rithm for solving the problem above, then the resulting finish
time pmfs fg,. (f) can be used to obtain various probabilities
of interest to the system designer, such as the probability
that job J; misses its deadline when the system is operating
at criticality level *, i.e., P[L;j- > 0] = P[F;.- > dj] =1
P[Fi- 6di]=1 Fg.(di)= FFI (di), where Fg,..(f) is the
cumulatlve distribution function (cdf) of random variable

i-<. Therefore, according to a certain scheduling algorithm,
the pmf of every random variable Fimax, namely fe .,
can be easily computed by noticing that if Xi;:::; X, are
independent random variables, then maxfXy;:::;Xpg 6 x if
and only if X; 6 x for every i 2 f1;:::;ng. Thus

P[maxfXy;:::;Xng 6 X]
=P[X16x;::5;Xp 6X]
=P[X1 6 ] P[Xn 6x|
=P, () Fx,(%):

Fmaxfxl;:::;xng(x)
[by independence]
Having shown the meaning of the maximum of random

variables, we find direct applications of Fimax to compute
some of the probabilities of interest, as the probability of

jobs and system missing deadlines:
P[Ji misses its deadline] =1 P[J; does not miss its deadline
at any criticality Ievel]
=1 P[mafo,l;::"F,LQGd]

P[system deadline miss] = P[at least one job misses its deadline]
=1 P[no job misses its deadline]
=1 P[Fimax 6d1;:::;Famax 6 dn]

n

FFi;max (dl)
i=1

=1

Problem Variation - Job Deadline Miss Probability
Upper Bounds as Inputs: In a variant of the problem
above, the system designer may provide, in addition to the
job set specification J, an n L matrix (E;.-) = e;., where
ej-+ 2 [0;1] is an upper bound on the probability that job J;
misses its deadline when the system is operating at criticality
level “. Thus e« =0 means that job J; has hard deadline
requirements when the system’s criticality level is “ and
should complete at or before its deadline d;, while ej.- =1
indicates that J; can be dropped in the analysis when the
system’s criticality level is “. Accordingly, instead of min-
imizing E[Lmax], the goal becomes to design a scheduling
algorithm such that P[L;.- > 0] 6 e;.- for every i 2 f1;:::;ng
and “ 2 f1;:::;Lg, implying that all of the nL mequalltles
Fr. () > 1 e+ should be satisfied simultaneously.

IV. PROBABILISTIC MIXED-CRITICALITY:
PROBABILISTIC JOB CRITICALITY LEVELS

Instead of having a fixed criticality, we propose a model
where there is a probability that every job is of a certain crit-
icality. The probabilities are dependent upon how severely a
job compromises the functionality of the system at different
times. For instance, throughout the lifetime of the system, a
job might have hazardous effects on the safety of the system
70% of the time if it does not complete within its deadline,
while in the remaining 30% it compromises the safety of
the system in a minor sense if it misses its deadline.

Our premise is that the expected criticality of a job
might actually be less than the criticality assigned by the
certification authority. Given the monotonicity of WCET
estimates with respect to criticality levels (Assumption 1),
one can reduce the pessimism resulting from allocating
WCETSs to jobs by using this extra information to steer job
execution time allocation.

We assume the system is observed as follows. For job J;,
given its WCET estimates C; = hci.1;:::;Ci:L1, We construct



tions 1 and 2, however, there might be less than L intervals,
but for clarity of exposition, we will assume we have
L intervals. Job J; is run upon the platform and, upon
completion, its execution time is observed and matched to
the proper interval, incrementing the number of samples
belonging to the corresponding interval. After running Ji
for sufficiently many times, we get the distribution of its
criticality. Let K;: fl;:::;Lg ¥ f1;:::;Lg be a random
variable indicating job J;’s criticality, which is distributed
according to the fk;(*) P[Ki = ‘]. Then fk,(*) can be
represented finitely as

fo = 1 s L i
T k(D) fii(L)

with fi, () being the probability that J; is of criticality *
with respect to the system conditions.

It will be more convenient to work with execution time
distributions instead of criticality distributions. If we define
the random variable C; : C; ¥ C; as the indicator function,
then its pmf fc,(c) P[Ci =c] reads

fC- — Ci:1 o Ci:L
: fe,(Ci:) fe, (ciiL)

where fc,(Ci:+) = fi;(*), assuming that jobs always execute
only at their WCET estimates. Thus every job is completely
characterized as J; = (rj; d;; fc;).

We will assume that the random variables fCigi_, are
independent, since we do not consider resource sharing in
our model.

Like the previous model, the information provided by
job criticality distributions can be used to compute many
probabilities of interest to the system designer. For in-
stance, assuming for a certain scheduling algorithm that
we are able to derive job finish-time pmfs fg,(f), then
P[Ji misses its deadline] = Fg,(d;j), and the probability of
system deadline missis1  [_; Fe;(di). Unlike the previous
model, every job J; 2 J is expected to be of criticality
E[K{] = I"=1 “:fc;(ci:+). Currently we are investigating the
use of the latter quantity in the design of probabilistic
scheduling algorithms.

Using this model, however, any scheduling algorithm
is bound to allocate jobs only WCET estimates or their
multiples as execution times, i.e., all arithmetic will be
done modulo the WCET estimates. As a consequence, if
we want to examine the dynamism of job execution within
a criticality level in order to minimize pessimism we will
need extra execution time information at every criticality
level. Further, we can do much better in terms of utilizing the
processor by examining execution time behaviors at a finer
granularity. The effect of doing so becomes more significant
if jobs exhibit considerably less execution times at run time
than their WCET estimates.

The following richer model is a natural generalization
that remedies the previously mentioned shortcomings, but
one that comes at the price of increased modeling and
computational complexity.

Generalization: In addition to recording the criticality
level as the sole outcome of single job execution, we can
view each interval (ci.- 1;Ci:<] as a two dimensional bin and
pack both the observed execution time and the criticality
level into the corresponding bin. Thus every job Jj 2 J is
associated with a two dimensional execution time sample

According to the above, both the execution time and the
criticality of every J; 2 J are described by random variables.
Let C; be a random variable describing job J;’s execution
time, which assumes values in the set fc;.j : (Ci;j; “j) 2 Aig.

describing job Ji’s criticality. Then we will assume that we
are given the joint pmf

feiki(c:?)  PICGi=cKi="]
= P[f(c;;j;“j) 2Ai:cij=cand “j = ‘g,

with jji‘jl fei:k; (Ci;j; “j) = 1 for every i 2 f1;:::;ng. The
pmf fc.k, is represented finitely as

(Ci;min; ‘min)
fei:k; (Cizmin; “min)
and thus every job is completely characterized as J; =
(ri; di; fe;k)-

Similarly to the model in Section Ill, one can compute
the expected behavior of the system and the expected system
criticality level by constructing an appropriate product space
from job execution time sample spaces (not included here
for lack of space). The latter quantities can be used to guide
execution time allocation to best utilize the processor.

(Cizmax; “max)

fe e = ‘
CiiK;j fei:k; (Cizmax; “max)

V. CURRENT AND FUTURE WORK

We aim at exploiting the full capabilities that our models
provide by applying structured analyses to algorithms that
we are currently designing for solving the afore mentioned
problems. In addition we are investigating the extention
of the current framework to periodic and sporadic mixed-
criticality systems.
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Optimizing the Number of Processors to Schedule Multi-Threaded Tasks

Geoffrey Nelissen!, Vandy Berten, Jo&l Goossens, Dragomir Milojevic
Parallel Architectures for Real-Time Systems (PARTS) Research Center
Université Libre de Bruxelles (ULB)
Brussels, Belgium
fGeoffrey.Nelissen, Vandy.Berten, Joel.Goossens, Dragomir.Milojevicg@ulb.ac.be

Abstract—In this work we consider the schedule of multi-
threaded tasks, i.e., each task is a sequence of segments, each
segment is a collection of threads, threads of a same segment
can be scheduled simultaneously. In this framework we define
a technique to optimize the number of processors needed to
schedule such sporadic parallel tasks with constrained deadlines.
Our offline technique will determine, for each thread, an in-
termediate deadline to serialize the execution of the segments.
Consequently, the online scheduler have to manage sequential
constrained deadline sporadic tasks.

I. INTRODUCTION

These last years, we have witnessed a dramatic increase in
the number of cores available in computational platforms. For
instance, Intel designed a 80 cores platform [1] and Tilera
proposes a processor with up to 100 identical cores [2]. To
take advantage of this high degree of parallelism, a new coding
paradigm has been introduced using programming languages
and API such as OpenMP [3], CilkPlus [4], Go [5], etc. In
this work we consider the schedule of multi-threaded tasks,
i.e., each task is a sequence of segments, each segment is
a collection of threads, threads of a same segment can be
scheduled simultaneously (see Fig. 1). The number of threads
is defined by the developer or the compiler. It is then the
role of the scheduler to decide, online, which thread[s] of the
“active” segments must be executed (simultaneously) in order
to respect all task deadlines.

This model of systems has only been studied in few previous
works. We can cite [6] in which the authors propose a
sufficient (but pessimistic) schedulability test for such tasks
scheduled with global EDF. Also, Lakshmanan et al. restrained
the tasks to a fork-join model and proposed a scheduling
technique to optimize the utilization of the platform [7].

This research In this work, we propose a method to optimize
the number of processors needed in the computational platform
to ensure that all the parallel tasks will respect their deadlines.
In order to reach this goal, we define an offline technique
which determines, for each thread, an intermediate deadline to
serialize the execution of the segments. Consequently, the on-
line scheduler has to manage sequential constrained deadline
sporadic tasks. The intermediate deadlines are the solutions of
a Linear Program with an objective function based on sufficient
schedulability conditions of optimal multiprocessor schedulers
such as PD? [8], ER-PD [9], LLREF [10] or DP-Wrap [11].

LSupported by the Belgian National Science Foundation (F.N.R.S.) under
a F.R.ILA. grant.
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Fig. 1: Parallel task ; composed of s; segments.

Il. RELATED WORKS

The transformation of the parallel threads in sporadic se-
quential tasks with constrained deadlines is not a new idea.
It has already been presented in [12]. The transformation
method proposed in [12] has a proved resource augmentation
bound of 2:62 if global EDF is used to schedule the threads
transformed in sporadic tasks and a bound of 3:42 when using
a partitioned deadline monotonic scheduling scheme (DM).
That is, if the task set is schedulable by an optimal scheduler
on m processors with a unit speed then it is also schedulable on
processors 2:62 times faster by global EDF and on processors
with a speed of 3:42 under DM.

We differ from this previous research under multiple as-
pects. First, the work presented in this paper strictly domi-
nates [12] in the sense that if the method in [12] needs m’
processors to schedule a task set , then, we need m m’
processors to schedule the same task set with our method.
Therefore, the same resource augmentation bounds proved
in [12] still apply.

Second, we deal with a slightly more general task model
than in [12]. Indeed, in their work, authors of [12] schedule
strictly periodic parallel tasks with implicit deadlines. On the
other hand, we handle sporadic parallel tasks with constrained
deadlines. Moreover, in [12], all threads belonging to the same
segment are assumed to have the same worst-case execution
time. We remove this limitation in our model. Furthermore, we
will show how we can easily adapt our optimization problem
description to deal with an even more general model of parallel
tasks.

I1l. MODEL

We assume a set  of n sporadic tasks denoted T 1;:::; nho.
More precisely, each task ; is a parallel task with constrained



deadline. That is, each task ; is a sequence of s; segments.
Each segment ;. is characterized by a tuple hc;.j; ni;ji with
n;;j being the number of parallel threads in ;;; and c;;j being
a vector of size n;;; containing the worst-case computation
times of the n;;; threads in ;. Therefore, the k™ threads in
segment ;; (with k  nj;j) has a worst-case execution time
Ci;j:k (see Fig. 1).

We define the maximum execution time of a segment

def ;
as i = maxk fci;j.0 and the total worst-case execution

time of a segment ;;; as th(i:’sum of its threads worst-case
execution times, i.e., Ci;j def e Cisjok

Similarly, the total worst-case execution time C; of any task

i is equal to the sum of the Worst-c‘ge execution times of its
constituting threads. That is, C;j def f;l Cij.

In this work, we will assume that all threads of a same
segment ;j are synchronous. That is, all threads of ;;
are released simultaneously. Furthermore, we assume that all
threads of a segment ;; must finish before the execution
of the next segment ;;j+1 starts. This model is coherent
with the approach usually used with parallel frameworks and
programming languages such as those previously cited [3]-[5].

Each task ; is a sporadic task with constrained deadline.
This means ; has a relative deadline D; not larger than Tj.
This implies that ; has never more than one active instance at
any time t. We define an active job at time t as an instance of
a task which has been released before or at time t and which

has not reached its deadline yet.
def ¢

The utilization of a task is defined as U; = T— and its
density is given by ; %' g

1V. PROBLEM STATEMENT

Let the instantaneous total density ¢ot(t) be the sum of the
utilization of all the active jobs at time t.

Some existing scheduling algorithms such as PD?, DP-
Wrap or LLREF can schedule any set of sporadic tasks as
long as the instantaneous total density to¢(t) remains smaller
than or equal to the number of processors m constituting
the processing platform [8], [10], [11]. We therefore get the
following sufficient schedulability test:

Property 1. A task set is schedulable on a platform of m
identical processors if, at any time t, we have ¢ot(t) m.

As previously explained, we will transform the threads
composing the parallel tasks in in a set of sporadic sequen-
tial tasks with constrained deadlines. This approach, already
described in [12], implies that for each thread, an arrival time
and a relative deadline must be defined. We will compute these
properties offline and we assume that they will not change
during the whole schedule.

According to our model, all threads of a same segment  ;
are released simultaneously and the threads of j.j+1 can only
be released when the threads of i are finished. Therefore,
for simplicity, we will assume that all threads in a segment

i;j of any task ; will release a job exactly when all the
deadlines of the threads of the previous segment j;; 1 have
been reached. Hence, the minimum inter-arrival time of any
thread of ; is equal to the minimum inter-arrival time T; of

i
The problem is now to determine the relative deadlines d;.j.x
of every thread so that the number of required processors to re-
spect all these deadlines is minimized (under the assumptions
previously made).

A first simplification of this problem can easily be made.
Indeed, since the execution of ;j+1 cannot begin before
all threads in ;; have reached their deadlines, we can,
without any loss of generality, give the same deadline to all
threads belonging to the same segment j.;. Hence, we will
have dj;j.x = di;j, 8k 2 [1;n;;j]. Therefore, the number of
variables in the problem considerably decreases (one variable
per segment instead of one variable per thread). We can now

define the density of ; as ;; & S

According to Property 1, a sufficient condition of schedu-
lability of the task set is that at any instant t, the total
instantaneous density o¢(t) is not larger than m. Therefore,
if we want to minimize the number of processors needed in the
computation platform to schedule , then we must minimize
the maximum value reachable by o¢(t). Since two segments

i;j and ;- (J & ) of the same task ; cannot be active
simultaneously, we have to minimize the following expression:

max — = _ = Ci:j
tot. =  maxfijg= max e 1)
2 J 2 J i;j

Indeed, since the parallel tasks are sporadic, we do not know
which segment of each task will be active at any instant t.
Therefore, in the worst case, each task has its segment with
the maximum density active at time t.

If, after the optimization process, we have m  [02* then
the task set is schedulable on the processing platform using
an algorithm such as those previously cited.

A. The Optimization Problem

In order to minimize the number of processors m needed
in the platform we must minimize [{2*. Nevertheless, some
constraints apply on the relative deadlines of each segment:

First, for each task j, it must hold that

>
di;j Di 2
j=1
That is, the sum of the times granted to the execution
of each segment composing ; must be smaller than the
ig,lative deadline of ;. In practice, we will impose that
f‘zl di;j = D; since the densities of the segments will
decrease if their deadlines increase.
Second, for each segment ;.;j, the relative deadline
cannot be smaller than a minimum value given by

dij G ®)



Indeed, since a thread cannot be executed in parallel
on two (or more) processors, the relative deadline of
the associated segment cannot be smaller than its largest
thread worst-case execution time.

Hence, the optimization problem can be expressed by

. =< Ci;j
Minimize: max = max ey
J di-j
i2 ’
X
Subject to: 8i2 di;j Di 5)
i=t
8 ij s dij G (6)

Nevertheless, since the constraints on the relative deadlines
of any segment ;; of a task ; are independents of the
constraints on any other segment . (a & i) of another
task 4, we can subdivide this optimization problem in n sub-
problefs cagsisting, for every task j, in the minimization of
max; g:ff' . Indeed, the minimization of a sum is equivalent
to the minimization of every term when they are independents.

We therefore get 8 ; 2 ,

Minimize:  max Ciy (7
J [H]
>
Subject to: di;j Di (8)
i=1
8 ij2 i dij Cif )

This new formulation of the problem is really interesting
since it allows to define the relative deadlines of each task
independently. Therefore, if the task set is modified, we do
not have to recompute the properties of every task, but only
for the new and altered tasks in

Notice that by Equatigns 8 and 9, a necessary condition to

have a solution is that s lcmax D;.

B. Problem Resolution

Notice that the previous optimization problem can be lin-
earized by replacing the objective function by the following
dual version

8i2 ;
Maximize:  min di; (10)
J [H]
>
Subject to: di;j Di (11)
i=1
8 iij 2 i di;j C_m_ax (12)
which is equivalent to this linear program:
8 i 2
Maximize: X (13)
<
Subject to: di;j Di (14)
i=1
8 ij2 i;dy CI™ (15)
8ij2 i; da % ()

Ci;j

This last problem can be solved with linear programming
techniques such as [13]. Note that, for each task j, the
number of variables increases linearly with the number of
segments s; in . Similarly, the number of constraints is
directly proportional to s;j. Indeed, we have s; + 1 variables
and (2 sj) + 1 constraints.

We believe that this problem can be solved in an acceptable
time for realistic task sets. Indeed, effective linear program-
ming techniques exist. We can cite the simplex or interior point
methods as examples [13], [14]. Even if the latter one has a
polynomial solvability time [14], both methods are competitive
in practice and one solver type can be better suited than the
other one in function of the specific type of problem to solve.

C. Comparison with Previous Works

In [12], the authors propose a systematic algorithm to
determine the values of the segments relative deadlines. This
algorithm was designed for periodic parallel tasks with implicit
deadlines. Moreover, all threads of a same segment ;; are
assumed to have the same worst-case execution time Pj;j.
The main idea of their work is to keep the densities of the
segments of a same task j, approximately, rather than exactly,
constant. They derive an upper bound on this density and keep
the density of every task under this value.

Since, in this paper, we minimize the maximum density
of each task, it is obvious that the solution we find for the
segments relative deadlines implies that the maximum density
of each task will be smaller or, in the worst case, equal to the
maximum density found with the method proposed in [12].

Two conclusions can be taken from this property:

First, if we use the sufficient condition of schedulability
given by Property 1 to compute the number m of proces-
sors needed to schedule , then, m is smaller or in the
worst case identical with our method. Comparable results
drew from the sufficient schedulability test proposed
in [15] for global EDF and used in the previous study
in [12].

Second, the resource augmentation bounds proved in [12]
are still valid with our methodology. Indeed, for both
global EDF and DM, the proof of the resource augmen-
tation bound lies on the fact that the maximum density
of each task remains under a maximum value equal to
%iii Since we minimize the maximum density

of eveer task we also stay under the same bound. Hence,
the results still apply to our method (see [12] for more
details).
Notice that our methodology allows to deal with a more
general model of tasks. We indeed handle sporadic tasks with
constrained deadlines.

V. TASK MODEL GENERALIZATION

In the previous sections, we assumed that each thread
belongs to only one segment. This is a limitation which can
easily be overcome.

Let us assume that we have a parallel task ; with a pseudo-
code given in Fig. 2(a). In this case, we get a thread » active
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Fig. 2: (a) Pseudo code of a parallel task ;. (b) Its representation with a thread » belonging to both

i-oand j.3. (c) Division

of , intwo parts % and ¥ belonging to ;.» and ;.3 respectively.

in parallel with two successive segments i.» and .3 (see
Fig. 2(b)).
More generally, let us assume that a thread - of task ;

can be executed in parallel with the p successive segments
i;j 10 ij+p 1. We can divide - in p parts associated with
the p segments. Therefore, the problem becomes to decide
how the execution time of < must be distributed between the
p successive segments so that the maximum density of ; is
still minimum (see Fig. 2(c)). Let c;;j be the execution time of
- associated with .j. Hence, we get p more variables in our
optimization problem (the values of c;;a fora 2 [j;j +p)).
Furthermore, we must add one more constraint which can be
expressed as
i1
Cia=C 17)
a=j
where ¢ is the worst-case execution time of
Unfortunately, Equation 16 becomes non-linear in the opti-
mization problem (the value of C;;; depends of ci‘;j). However,
it can be shown that the constraints are convex and a non-linear
programming technique such as [14] can be used to solve this
new problem.

VI. CONCLUSION AND FUTURE WORKS

In this paper, we propose a new methodology to determine
the relative deadlines that must be applied to every segment
in parallel tasks. The description of parallel tasks used in
this work is based on observations of approaches usually
employed in common parallel frameworks and programming
languages to describe the parallel threads [3]-[5]. Contrarily
to previous works, we can deal with really general models of
tasks (i.e., sporadic parallel tasks with constrained deadlines
without any assumption on the worst-case execution time of
each thread). The deadlines are determined by the resolution of
a linear optimization problem aiming to minimize the number
of processors needed to schedule the task set. Furthermore,
the parallel task model can be generalized to tasks with
threads shared between more than one segment. However, this
generalization is at the expense of the linearity property of the
optimization problem.

As future works, we would like to give some results on the
time needed to find a solution for realistic task sets. Hence,

we should compare different optimization techniques and see
if the problem formulation is better suited for one of those.

In parallel, we will try to find an algorithm giving rather
than the optimal solution (under the the assumptions made
in this work), at least a good approximation for the relative
deadlines values.

Furthermore, we will study how this approach can be
extended to ensure the schedulability of task sets constituted
of parallel tasks with dependencies.
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Abstract—There are several issues faced by a developer when
holistic response-time analysis (HRTA) is implemented and
integrated with a tool chain. The developer has to not only
implement the analysis, but also extract unambiguous timing
and tracing information from design model. We present an
implementation of HRTA as a plug-in for an industrial tool
suite Rubus-1CE that is used for component-based development
of distributed real-time embedded systems. We present our
preliminary findings about implementation issues and highlight
our experiences. Moreover, we discuss our plan for testing and
evaluating the integration of HRTA as a plug-in in Rubus-ICE.

Keywords-Holistic response-time analysis; distributed real-
time embedded systems; component model;

I. INTRODUCTION

In order to provide an evidence that each action in
the system will meet its deadline, a priori analysis tech-
niques, also known as schedulability analysis techniques,
have been developed by the research community. Response
Time Analysis (RTA) is a method to calculate upper bounds
on response times of tasks or messages in a real-time system
or a network respectively. Holistic Response-Time Analysis
(HRTA) is a well established schedulability analysis tech-
nique to calculate upper bounds on the response times of
event chains (distributed transactions) in a distributed real-
time system.

A tool chain for industrial development of component-
based distributed real-time embedded (DRE) systems con-
sists of a number of tools such as designer, compiler, builder,
debugger, inspector, analyzer, coder, simulator, synthesizer,
etc. Often, a tool chain may comprise of tools that are
developed by different tool vendors. The implementation of
state of the art analysis techniques, e.g., RTA, HRTA, etc.
in such a tool chain is not trivial.

In this paper, we discuss the implementation of HRTA as
a standalone plug-in in an industrial tool suite Rubus-ICE
(Integrated Component development Environment) [1]. We
investigate how to practically extract unambiguous timing
information from the component model required to carry
out HRTA. We present our preliminary findings about im-
plementation issues. We also discuss our plan for testing and
evaluating the integration of HRTA plug-in in Rubus-ICE.

Il. BACKGROUND AND RELATED WORK
A. The Rubus Concept

Rubus is a collection of methods and tools for model-
based development of dependable embedded real-time sys-
tems. The Rubus concept is based around the Rubus Com-
ponent Model (RCM) [2] and its development environment
Rubus-ICE, which includes modeling tools, code generators,
analysis tools and run-time infrastructure. The overall goal
of Rubus is to be aggressively resource efficient and to
provide means for developing predictable and analyzable
control functions in resource-constrained embedded systems.

RCM expresses the infrastructure for software functions,
i.e., the interaction between the software functions in terms
of data and control flow separately. The control flow is
expressed by triggering objects as clocks and events as
well as other components. In RCM, the basic component
is called Software Circuit (SWC). The execution semantics
of an SWC is simply: upon triggering, read data on data
in-ports; execute the function; write data on data out-ports;
and activate the output trigger.

Fig. 1 depicts the sequence of main steps followed in
Rubus-ICE from modeling of an application to the genera-
tion of code. The component-based design of an application
is modeled in the designer tool. Then the compiler compiles
the design model into an Intermediate Compiler Component
Model (ICCM) file. Then the builder tool runs a set of plug-
ins sequentially. Finally, a coder tool generates the code.

| Designer |—>| Compiler|—>| Builder |—>| Coder I—»
i

Figure 1. Sequence of steps from design to code generation in Rubus-ICE

B. Plug-in Framework in Rubus-ICE

Plug-in framework in Rubus-ICE [3] facilitates develop-
ment of state of the art research results in isolation and
their integration as add-on plug-ins with the development
environment. A plug-in is interfaced with the builder tool
as shown in Fig. 1. The plug-ins are executed sequentially
which means that the next plug-in can execute only when the
previous plug-in has run to completion. Hence, each plug-
in reads required attributes as an input, runs to completion



and finally writes the results to ICCM file. Required and
provided services by a plug-in are defined by means of
an Application Programming Interface (API). Each plug-in
should specify the supported system model, required inputs,
provided outputs, error handling and a user interface. Fig. 2
shows a conceptual organization of a Rubus-ICE plug-in.

" User Interaction
API Calls nalysis
gorithms Error Handling

Figure 2. Conceptual organization of a plug-in in Rubus-ICE
C. Holistic Response Time-Analysis (HRTA)

Liu and Layland [4] provided theoretical foundation for
analysis of fixed-priority scheduled systems. Joseph and
Pandya published the first RTA [5] for the simple task
model in [4]. Subsequently, RTA has been applied and
extended in a number of ways by the research community.
Tindell [6] developed the schedulability analysis for tasks
with offsets and it was further extended by Palencia and
Gonzalez Harbour [7]. In crux, RTA is used to perform a
schedulability test which means it checks whether or not
tasks in the system will satisfy their deadlines. There are
many real-time network protocols used in DRE systems. In
this paper, we will focus on Controller Area Network (CAN)
and its high-level protocols. Tindell et al. [8] developed
the schedulability analysis of CAN which has served as a
basis for many research projects. Later on, this analysis was
revisited and revised by Davis et al. [9].

HRTA combines the analysis of nodes (uniprocessors) and
a network. Hence, it computes the response times of event
chains that are distributed over several nodes in a DRE
system. In this paper, we consider the timing model that
corresponds to the holistic schedulability analysis for dis-
tributed hard real-time systems [10]. An example distributed
transaction in a DRE system is shown in Fig. 3. The holistic
response time is equal to the elapsed time between the arrival
of an event (corresponding to the brake pedal input) and the
response time of Task4 (corresponding to the production of
a signal for brake actuation).

Sensor Node ~ Computation Node Actuation Node

Brake

Brake

Fl’ne;juatl —I—b{ Taskl }» «b{ Task2 }—» — b{ Task4 }»>‘ Actuator
| \
I Network ] |
|-——Holistic Response Time————— |

Figure 3. Holistic response-time in a distributed real-time system

Task3

Il. IMPLEMENTATION

In this section, we discuss the implemented analysis,
implementation issues and experiences while implementing
and integrating HRTA as a standalone plug-in in Rubus-ICE.

A. Implementation of HRTA in Rubus-ICE

1) Node Analysis: In order to analyze nodes, we imple-
ment RTA of tasks with offsets [6], [7] in Rubus-ICE.
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2) Network Analysis: As a first step, we have imple-
mented RTA of four different profiles for CAN. Only one
of these profiles can be used at a time for modeling and
analysis of a DRE application.

1) RTA of CAN [8], [9].

2) RTA of CAN for mixed messages [11].

3) RTA of CAN with FIFO queues [12].

4) RTA of CAN with FIFO Queues for Mixed Mes-
sages [13].

The next step will be to implement the analysis of other net-
work communication protocols such as Local Interconnect
Network (LIN), Flexray, etc.

B. Implementation Issues and Experiences

1) Extraction of Unambiguous Timing Attributes: One
common assumption in HRTA is that the timing attributes
required by the analysis are available as an input. However,
when HRTA is implemented in a tool chain for the analysis
of component-based DRE systems, the implementer has to
not only implement the analysis, but also extract unambigu-
ous timing information from component model and map
it to the inputs for the analysis model. Often, the design
model contains redundant timing information and hence, it
is not trivial to extract unambiguous timing information for
HRTA. Examples of timing attributes to be extracted from
the design model are worst-case execution times (WCETS),
periods, minimum update times, offsets, priorities, deadlines,
blocking times, precedence relations, jitters, etc. In [14], we
identify all timing attributes of nodes, networks, transactions,
tasks and messages that are required by HRTA.

2) Extraction of Tracing Information of Distributed
Transactions: In order to perform HRTA, correct tracing
information of distributed transactions should be extracted
from the design model. For this, we need to have a mapping
among signals, data ports and messages. Consider an exam-
ple of a two-node DRE system modeled with RCM as shown
in Fig. 4. Consider the following distributed transaction:
SWC1 ¥ OSWC_A T |[SWC_B ¥ SWC2 ¥ SWC3

In this example, our focus is on the network interface
components, i.e., Output Software Circuit (OSWC) and
Input Software Circuit (ISWC). In order to compute holistic
response time of this distributed transaction, we need to
extract unambiguous timing and tracing information in it
from the component model. We identified the need for the
following mappings in the component model.

At the sender node, mapping between signals and input
data ports of OSWC components.

At the sender node, mapping between signals and a
message that is sent to the network.

At the receiver node, mapping between data output
ports of ISWC components and the signals to be sent
to the desired components.



At the receiver node, mapping between message re-
ceived from the network and the signals to be sent to
the desired component.

Mapping between multiple signals and a complex data
port. For example, mapping of multiple signals ex-
tracted from a received message to a data port that sends
a complex signal (structure of signals).

Mapping of all trigger ports of network interface com-
ponents along a distributed transaction as shown by a
bidirectional arrow in Fig. 4.

Node A Node B

[ 5 [ pata Port
el L_Sonals | Signals 3 j_:‘_‘ A Tiager

SwC1 - = SWC2 SWC3 Port
External

OSWC_%l ISWC_B B Event

CAN CAN [ Daa
SEND RECEIVE Source

messages ) Data

Sink

| Controller Area Network (CAN) |

Figure 4. Two-node DRE system modeled in RCM

3) Sequential Execution of Plug-ins in Rubus: The Rubus
plug-in framework allows only sequential execution of plug-
ins. This means that a plug-in executes to completion and
terminates before the next plug-in is executed. It should be
noted that there exists a plug-in in Rubus-ICE that performs
RTA of tasks in a node. This plug-in is already being used in
the industry. There are two options to develop HRTA plug-
in for Rubus-ICE, i.e., option A and B as shown in Fig. 5.
Option A involves reusing the existing Node RTA plug-in
and developing two more plug-ins, i.e., one implementing
network RTA algorithms and the other implementing holistic
RTA algorithms. In this case HRTA plug-in is very light
weight. It iteratively uses the analysis results produced by
node and network RTA plug-ins and accordingly provides
new inputs to them until converging holistic response times
are obtained. Option B requires the development of HRTA
plug-in from scratch, i.e, implementing the algorithms of
node, network and holistic RTA. This option does not
provide any reuse of existing plug-ins.

Since, option A allows the reuse of a pre-tested node
RTA plug-in (having most complex algorithms compared
to network and holistic RTA), it is easy to implement and
requires less time to test compared to option B. However,
the implementation method in option B is not supported by
the plug-in framework of Rubus-ICE because the plug-ins
can only be sequentially executed and one plug-in can not
execute the other. Hence, we had to select option B for the
implementation of HRTA.

4) Impact of Design Decisions in Component Model on
the Analysis: Design decisions made in the component
model can have indirect impact on the response times com-
puted by the analysis. For example, design decisions could
have impact on WCETs and blocking times which in turn
have impact on the response times. In order to implement, in-
tegrate and test HRTA, the developer needs to understand the
design model (component model), analysis model and run-
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time translation of the design model. In the design model,
the architecture of an application is described in terms
of software components and their interactions. Whereas in
the analysis model, the application is defined in terms of
tasks, transactions, messages and timing parameters. At run-
time, a task may correspond to a single component or
chain of components. The run-time translation of a software
component may differ among different component models.

I Rubus Builder |

[
Node Timing End-to-end Network Timing
Information Timing Information Information

Rubus Builder |

[

End-to-end
Timing Information

[N
Analysis
Results

Algorithms for RTA Algorithms for RTA of
of Tasks in a Node messages in a Network Algorithms for HRTA
Node RTA Plug-in .| | Network RTA Plug-in
¥ Analysis A
— Results — Algorithms for Algorithms for
RTA ofTasks | | RTAof messages
in a Node in a Network
Algorithms for HRTA p—
HRTA Plug-in HRTA Plug-in
Option A Option B

Figure 5. Options to develop HRTA Plug-in for Rubus-ICE

In order to get less pessimistic response times, decisions in
component model have to be made to translate the network
interface components (OSWC and ISWC) either as separate
tasks or as a part of the task corresponding the software
component immediately connected to them. Another issue
is that if the developer and integrator of HRTA plug-in are
two different people with different backgrounds, e.g., re-
search and industrial, the integration testing and verification
becomes a difficult and time consuming activity.

5) Analysis of DRE Application with Multiple Networks:
In a DRE application, a node may be connected to more than
one networks. If a transaction is distributed over more than
one networks, the holistic response time of the transaction
involves the analysis of all networks in the system. Consider
an example of a DRE system with two networks, i.e., CAN
and LIN as shown in Fig. 6. There are five nodes in the
system. Node 3 is a gateway node that is connected to
both the networks. Consider a transaction in which taskl
in Nodel sends a message to taskl in Node5 via Node3.
Computation of holistic response time of this transaction will
involve the computation of message response times in both
CAN and LIN networks.

Nodel Node2 Node3 Node4 Node5

‘ CAN | | LIN |

Gateway Node

Figure 6. Multiple networks in a DRE system

As a first implementation step, we assume that all nodes
in a DRE system are connected to a single network. If an
application contains more than one network, we will divide
it into sub-applications (with each having a single network)
and analyze them separately.

6) Feedback from HRTA Plug-in: We identified that it is
very important to provide the progress report of HRTA plug-



in to the user during the analysis. The algorithms in HRTA
iteratively run the algorithms of node RTA and network RTA
until converging values of the response times are computed
or the computed response times exceed the deadlines. It is
important to display the number of iterations performed. A
user should be provided the control to stop the plug-in at
any time. If the analysis results indicate that the system is
unschedulable, it will be interesting to provide suggestions
to the user to make the system schedulable.

7) Requirement for Continuous Collaboration between
Integrator and Developer: Our experience of integrating
HRTA plug-in with Rubus-ICE shows that there is a need
of continuous collaboration between the developer of the
plug-in and its integrator.

IV. TEST PLAN

In this section we discuss our test plan for both standalone
and integration testing of HRTA plug-in. Error handling
and sanity checking routines make a significant part of
the implementation. The purpose of these routines is to
detect and isolate faults and present them to the user during
the analysis. Our test plan contains following set of error
handling routines.

Testing of all inputs: attributes of all nodes, transac-
tions, tasks, networks and messages in the system.
Testing of linking and tracing information of all dis-
tributed transactions in the system.

Testing of intermediate results that are iteratively used
as inputs (e.g., a message inheriting the worst-case
response time of the sender tasks as a release jitter).
Testing of overload conditions during the analysis (e.g.,
processor utilization exceeding 100%).

Testing of variable overflow during the analysis.

A. Standalone Testing

Standalone testing means testing of HRTA implementa-
tion before it is integrated with the Rubus builder tool as a
plug-in. In other words, it refers to the testing of HRTA in
isolation. We have already finished standalone testing. We
used following input methods for standalone testing.

1) Hard coded input test vectors.
2) Test vectors are read from external files.
3) Test vector generator (a separate program).

B. Integration Testing

Integration testing means testing of HRTA implementation
after integrating it with the Rubus builder tool as a plug-
in. Although standalone testing is already performed, the
integration of HRTA with the Rubus-ICE may induce un-
expected errors. Currently we are doing integration testing.
Our experience shows that integration testing is much more
difficult and time consuming compared to standalone testing.
We will use following input methods for integration testing.

1) Test vectors are read from external files.
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2) Test vectors are manually written in ICCM file (see
Fig. 1) to make it appear as test vectors were extracted
from the modeled application.

3) Inputs should be automatically extracted from a DRE
application modeled with Rubus component model.

V. SUMMARY

We presented an implementation of state of the art holistic
response-time analysis as a plug-in for the industrial tool
suite Rubus-ICE. We discussed our preliminary findings
regarding implementation issues that are faced by the devel-
oper. We discussed our experiences and presented our test
plan. We have completed the implementation and performed
standalone testing. Currently we are doing integration testing
of the plug-in in Rubus-ICE. In future, we plan to model and
analyze a larger industrial DRE application complemented
with benchmarks.
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Abstract

Several data communication networks that can
provide guaranteed and deterministic Quality of Service
(QoS) have been proposed. However, these always either
require special hardware, or special device drivers. In
this paper we propose building a network management
architecture capable of providing QoS guarantees over
switched Ethernet, using the standard Linux Traffic
Control.

1. Introduction

Data communication networks that can provide
guaranteed and deterministic Quality of Service (QoS)
are used in many diverse domains (e.g. in industrial
control applications). Many networks capable of
providing these guarantees have been developed
throughout the years. Nevertheless most applications do
not require these strict guarantees, which explains the
widespread use of nonddeterministic  Ethernet
communication networks, and the consequent lowering
of costs due to economies of scale.

The wish for low cost networks that also provide
deterministic QoS has resulted in several approaches
attempting to adapt the Ethernet networks to allow these
to provide QoS guarantees. One approach which has
been gaining sufficient traction so as to become
standardised (IEEE 802.1BA: Audio Video Bridging
Systems i AVB [1]), is based on resource reservation,
and subsequent enforcing of those reservations. This
solution requires special switches capable of handling
resource reservation requests and doing traffic traffic
shaping, so AVB switches are still expensive. Although
the resource reservation may be done dynamically, each
reservation is for a fixed value (e.g. bandwidth), with
remaining capacity used only for background traffic.

Another solution that bas been proposed in the
literature is FTT-SE (Flexible Time-Triggered for
Switched Ethernet) [2]. Unlike AVB, a centralized entity
manages resource reservations and enforces them by
means of a master-slave mechanism that pairs with
special Ethernet device drivers in the nodes.

In this paper a framework is proposed that allows for
the reservation of the network resource in switched
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Ethernet networks. Like FTT-SE, it uses a central entity
to manage resource reservation and, so it also supports
dynamic resource reconfiguration and allows sharing any
resource capacity left-over. Although using a similar
architecture to FTT-SE, it differs in the method of
resource reservation enforcing: we use traffic
control/shaping facilities already available in the standard
Linux kernel in the end nodes, instead of controlling the
nodes transmissions with a master-slave mechanism.
This does away with the need of the special device
drivers used by FTT-SE but also with the synchronous
control of that protocol, namely the relative phase
control. When using Linux traffic control facilities, this
level of control is lost.

A more thorough analysis of previous work in this
area may be found in [5].

2. Overview of Existing Approaches

2.1. AVB Networks

The AVB network standard was motivated by the
requirements of studios in distributing audio and video
among several sources and sinks. Data must be
guaranteed (1) to arrive at the sink nodes in time, and (2)
sink nodes must have strict time synchronisation so as to
allow multiple loudspeakers and/or video displays to
output the same or multiple streams in the same
environment (e.g. lip synchronisation).

To meet requirement (1) over Switched Ethernet,
without having to statically configure all switches used
by the data streams (the method used before AVB), data
channels are reserved dynamically, with these
reservations being enforced by all Ethernet switches.
This makes use of the Stream Reservation Protocol (SRP
- IEEE 802.1Qat) and the Forwarding and Queuing for
Time-Sensitive Streams (FQTSS - IEEE 802.1Qav)
standards. Concerning requirement (2), AVB networks
use a subset of the Precision Time Protocol (PTP - IEEE-
1588) defined in IEEE 802.1AS.

SRP defines a two-staged (registration and reservation
) method for dynamically reserving bandwidth. To
receive a data stream , a sink node registers by sending a
packet to the source node. The source node then sends a
reservation request packet to the sink node. The switches



through which these packets traverse will make the
necessary reservations.

Data sent over a reserved channel is shaped using the
IEEE 802.1Qav (FQTSS) protocol. Data packets are
tagged with a fixed 802.1D priority. Each switch will
forward the packets to the outgoing ports, where these
are queued and processed on a priority order, and FIFO
within the same priority.

Data sources are also expected to generate traffic at a
fixed rate. In reality, enforcement (using a leaky bucket)
is made at the outgoing port of each point-to-point link of
the switched Ethernet network. When several reserved
data channels need to share a common link, enforcement
is made on the aggregate data flow of all channels.

2.2.FTT-SE

Unlike AVB Ethernet networks that use a distributed
approach to resource reservation and enforcing, the FTT-
SE approach uses a centralized master node, global
knowledge of the network, to which all resource
reservation requests must be made.

Enforcement of reservations is done in a synchronised
manner: the master node periodically (at a fixed rate)
broadcasts a synchronisation message to the network.
This message contains an identification of which data
messages each node is allowed to transmit in the current
cycle, i.e., until the next synchronization message is sent.
The list of data messages is chosen in such a way as to
guarantee that they will all arrive at the destination nodes
before the master node sends the following
synchronisation message. This effectively guarantees the
absence of buffer overflows in the Ethernet switches.

While periodic messages are triggered by the master
directly, aperiodic messages are queued in the nodes and
a signalling message is sent to the master, once per cycle,
with the state of the node's queues. The master then
integrates the queued messages in its traffic scheduling
activity and triggers the aperiodic messages when
appropriate. Thus, the master node not only knows the
current bandwidth reservations but also the state of the
output buffers of each node.

FTT-SE thus uses a time-triggered approach to
guaranteeing time determinism, and requires each node
connected to the network to respect strictly the master
commands to transmit messages. A special device driver
is therefore required for each network interface, that
follows the described algorithm. Conversely, any
standard Ethernet switch may be used.

3. Linux-TC based Approach

We propose to achieve deterministic guaranteed QoS
over standard Ethernet switches that do not support
reservations. However, we now use standard software in
the end nodes, namely the Traffic Control module of the
Linux kernel, while still controlling these modules from a
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central master that has the global knowledge of the
network resource usage and allows consistent dynamic
creation and destruction of data channels.

When a new data channel is requested, this master
node runs an admission control algorithm to verify if the
new channel may co-exist with already existing channels,
without compromising their QoS guarantees. Upon a
successful admission, the master sends the node
producing data for that channel a command to configure
its Linux TC module accordingly.

Admission control needs to take into account all the
links traversed by the new channel and make sure that the
resource capacity is not exceeded on any link, including
intermediate  links shared by several channels.
Additionally, it must also verify if the data buffers of
each output node on each network switch may not
potentially overflow. We currently use Network
Calculus, assuming that each data channel has two QoS
parameters, namely maximum bandwidth (b) and
burstiness (s) (essentially a leaky bucket). A detailed
analysis of the network traffic using this approach may
be found in [6].

Nevertheless, without going into details, and with a
few simplifications, the end result is that when two or
more data channels share a link, the aggregate traffic may
be represented by a single aggregate channel with the
bandwidth b and burstiness s being the sum of each data
channel, respectively. The conditions used by admission
control to allow new data channels to be created are (i)
the aggregated channel bandwidth must not exceed the
link bandwidth and (ii) the aggregated channel burstiness
must not exceed the capacity of the output port's buffer.

A rogue host connected to this network, injecting
unbounded data traffic, or even background traffic that
has not been taken into account by the master during
admission control, will invalidate all QoS guarantees of
the network. Therefore, two possible methods of
supporting background traffic have been considered. The
first relies on a special default data channel that must be
set up at start up and which may then be taken into
account by the admission control algorithm. When using
this method, and in order to allow connecting to this
network hosts that do not support the enforcement of
traffic (and which would be simply generating
background traffic with no QoS guarantees), a gateway
host with traffic enforcement needs to be used.

The other method relies on applying the same higher
priority (using IEEE 802.1D Ethernet level priorities) to
all data that has been configured to go through a reserved
data channel. All background data is then sent at a lower
priority. This second option has the advantage of better
using the existing bandwidth that is not being used for
the reserved data channels, but has the drawback of
requiring Ethernet switches that support traffic
prioritisation. In this case, hosts that do not provide
traffic enforcement may be connected directly on the
network without any inconvenience.



4. Linux-TC Based Implementation

The architecture described above has been
implemented with the view of supporting the iLAND
platform [3]. To ease the porting effort, and considering
that the iLAND platform already supports FTT-SE, the
services required for data channel control have been
implemented with the same API as FTT-SE.

In a nutshell, to establish a new data channel, a request
must first be made to the master server (request
‘RegisterChannel' in fig. 1). Later, the data consumer and
data producer will register on this channel (requests
'Register Rx/TX" in fig. 1), also by contacting the master
server. With this information in hand, the master server
may then remotely configure the traffic enforcement of
the host on which the data producer application resides
(not shown in fig. 1), and only then allow the data
producer to start generating traffic, by replying to their
'‘Bind' requests (fig. 1).

Traffic enforcement is based on the traffic control
capabilities of the Linux operating system. Linux allows
outbound traffic to be shaped on each network interface.
For each interface, a base queuing discipline may be
configured, which will decide which packet to send over
the interface whenever the network interface device
driver asks for a new packet to be transmitted. Example
of supported queuing disciplines are a simple FIFO, a
priority based queuing, or a token bucket filter. Linux
also allows these queuing disciplines to be organized in
an hierarchy. For example, a priority based discipline is
used as the base discipline, with further queuing
disciplines being applied to discriminate packets falling
in the same priority. The packets in one priority may be
queued using a simple FIFO discipline, while packets in
another priority may be queued using a token bucket.

[ Consumer | [ Server ] [

Producer |

N channel __—|
Register & iod)
—-—— (1D.Size)
Ack
(OK, Not opy——n-]

[————Register rx
(ID,Rx Porf) ———a
Ack
le— (OKINot oK)
Register TX___—]
«—(D.Tx PO
Ack
(OK/Not oK)——n
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(D) ———_,.| Bind____——
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la— (< Por)
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(Rx Porgyy~——— |
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-
Fig 1: Sequence diagram of interaction for setting up a
data channel.
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When an application generates a new data packet to be
sent outward through a specific network interface, the
Linux OS must decide where to insert that packet. To
support this, besides the queuing disciplines, Linux also
defines a way of classifying packets to decide where a
specific packet must be queued.

Our implementation uses a hierarchical token bucket
queuing discipline to enforce the characteristics of
outgoing traffic on each data channel for which resources
have been reserved. For each data channel, a distinct
token bucket is created, with the appropriate QoS for that
specific data channel.

Packet classification is also configured, so all data
packets in a channel are sent to the correct token bucket.
Classification is based on the IP port on which the
application is sending the data. The producer application
informs the master (through the RegisterTx request, fig. 1
) which IP port it will be using for data transmission. The
master node may then remotely configure the Linux TC
on the host running the data producer application.

5. Tests and Results

5.1. Demo Application

A small demo and test application made for the
iLAND project has been tested on this network
configuration. The demo uses two cameras with distinct
resolutions, and two displays. At any one time, the data
produced by the camera with larger resolution is
consumed by both displays. If the higher resolution
camera goes off-line, the ILAND framework
automatically reconfigures the underlying network so the
remaining camera is used as the new data source.

5.2. Timing Tests

More thorough timing tests have been run on a setup
consisting of three identical computers and a single
Ethernet switch. The computers had an Intel Atom D510
CPU, an Intel Pro 82541PI Ethernet NIC (configured
with Interrupt Throttle Rate = 0), and were running the
Linux Kernel 2.6.33.7.2-rt30rt. The Ethernet switch is an
Allied Telesis AT-8000S (100Mbit/s ports). In all
experiments, a data transfer was made between a single
producer to a single consumer, with data being produced
with a period of 5ms, for 2 minutes, resulting in a total of
24000 packets in each experiment. For each run, we
measured the jitter of the packets arriving at the
consumer, and subtracted the jitter of the producer.

We ran this experiment for several different size
packets (only results obtained with packets of 64 and
1472 data bytes are presented), with and without a
reserved data channel (using Linux TC), and with and
without background data being generated in the same
computer as the data producer. This background traffic
was generated by the simple expedient of running a ping



flood (‘ping -f'), generating 20480 byte packets. Although
a better scenario would be the establishment of multiple
data channels, this scenario was tested because it does
not require many physical nodes.

From the summary of the results (tables 1 and 2), we
conclude that we can successfully reduce jitter to sub-
millisecond levels by reserving data channels, and
enforcing these reservations using Linux TC. The effect
of background traffic is still significant when channel
reservation is used. This is not surprising considering that
a data packet may take up to 120 us to transmit, and are
transmitted non pre-emptively.

Figures 2 and 3 are examples of the frequency
distribution of the jitter of the data packets arriving at the
consumer. In both cases, data packets had 64 bytes of
data, and background traffic was being generated.

For the case when no channel was reserved for the
data transmission, it is interesting to observe that the
jitter is either relatively small (centred around a delay of
approximately 80 us), or rather large (centred around a
delay of 1,8 ms). The small delay may be explained by
the time necessary to transmit a single packet over a
100Mb Ethernet network (Ethernet packets have MTU of
1500 bytes). The larger delay can only be explained by
some extra delay introduced by the Linux kernel itself.
Most probably this is the result of delays due to cache
misses in the CPU cache. This result was also observed
in [4].

We also measured the time it takes to configure the
channel reservation. This time includes the sending of a
packet over the network, from the master to the computer
where the producer is running, the configuration of the
traffic shaping on this last computer, and the sending of a
reply message back to the master. This configuration
time took a maximum of 9,6ms in all out experiments,
and a mean time of 7,36ms.

6. Conclusions and on-going work

In this paper we have proposed a dynamic QoS
resource manager for switched Ethernet networks that
uses COTS Ethernet switches and standard software
based on the Linux kernel, namely the Linux TC. With
respect to a previous manager based on FTT-SE, this
architecture does not require specific device-drivers in
the end nodes but does not provide relative phase control,
either, thus limiting the level of traffic control allowed.

Currently we are running more extensive tests with
multiple producers and multiple consumers, to validate
the admission control algorithm. Additionally, the current
implementation of the admission control algorithm only
supports networks with a single switch. In the future
work we will expand it to support networks with multiple
switches. We are also looking into the possibility of
considering the maximum delay as a new data channel
QoS parameter.

16

Frequency
w
=]
=]

Frequency

Reserve Data Max. Mean
Channel | (bytes) | (us) (1) (1)
NO 64 68 4,83 2,71
YES 64 68 4,55 2,71
NO 1472 71 4,01 3,01
YES 1472 69 4,38 2,84
Table 1: Jitter without background traffic
Reserve Data Max. Mean
Channel’ | (bytes) | () (1) (1)
NO 64 1992 1092 833
YES 64 338 8,78 329
NO 1472 1761 945 767
YES 1472 135 5,46 13
Table 2: Jitter with background traffic
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Fig 3: Jitter, 64 byte packets, with background traffic,
using channel reservation
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Abstract—Real-time computing has traditionally been consid-
ered largely in the context of single-processor and embedded
systems, and indeed, the terms real-time computing, embedded
systems, and control systems are often mentioned in closely related
contexts. However, real-time computing in the context of multi-
node systems, speci cally high-performance, cluster-computing
systems, remains relatively unexplored, largely due to the fact
that until now, there has not been a need for such an environment.
In this paper, we motivate the need for a cluster computing infras-
tructure capable of supporting computation over large datasets in
real-time. Our motivating example is an analytical framework to
support the next generation North American power grid, which is
growing both in size and complexity. With streaming sensor data
in the future power grid potentially reaching rates on the order
of terabytes per day, the task of analyzing this data subject to
real-time guarantees becomes a daunting task which will require
the power of high-performance cluster computing capable of
functioning under real-time constraints. In this paper, we discuss
the need for real-time high-performance cluster computation,
along with our work-in-progress towards an infrastructure which
will ultimately enable such an environment.

I. INTRODUCTION

Technological changes and external forces are driving major
changes in the way electricity is generated and consumed.
Some of these changes include concern for the manner in
which electricity is generated (nuclear energy and carbon-
emitting sources), as well as major interest in increasing the
reliability and efAciency in which power grids are operated.
However, incorporating new methods of generating electricity
which are not as predictable and deterministic as traditional
methods (i.e. intermittent sources such as solar energy and
wind farms in contrast to coal-Ared power plants) is very
challenging with respect to maintaining reliability and im-
proving efAciency of the grid. Additionally, electrical loads
(both industrial and residential consumers alike) are evolving
by incorporating localized energy generation technologies (i.e.
solar panels on roofs, small wind turbines) which create
the need for two-way power ows between these distributed
energy generators and the rest of the grid. Loads traditionally
have been viewed as passive consumers of electricity that ows
one-way only (generation to loads).

Partially as a response to these challenges, the power
infrastructure and its underlying operations will be changing at
a rapid pace due to the integration of sensors, communication
networks, as well as Aner-grained and more dynamic control
into the grid.
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All of these changes and challenges in the power grid drive
the need for much higher levels of computational resources
for power grid operations. Some of the computation can be
pushed down to smart sensors, such as Phasor Measurement
Units (PMUSs) or other next-generation sensors which can have
reasonable levels of processing power. However, some of the
computations, particularly oating-point intensive simulations
and optimization calculations can be more effectively done
in a centralized manner with respect to a utility or Regional
Balancing Authority (multi-utility regional subdivision within
a national grid). Examples of these types of calculations
include state estimation ([2], [4], [9], [10], [11], [12]), higher-
order contingency analysis ([3], [6], [7]), as well as dynamic
state estimation using Kalman Alter techniques [8]. In par-
ticular, dynamic state estimation is valuable if the estimated
state can be kept up-to-date as fast as new measurements are
received. If we are using PMUs with a sample rate of 33
ms, then the computation rate should be a multiple of 33 ms,
within some reasonable tolerance. Preliminary experiments for
a Regional Balancing Authority-sized electrical system (148
generators) using a non-real-time high-performance computing
(HPC) cluster indicate an execution time of 80 ms per Kalman
Alter time step on an 80-core system, with a total of 16 seconds
to the Anal solution, and signiAcant variability between runs
of the application.

In order to operate the power grid reliably and with high
efAciency in the presence of intermittent energy sources,
the results of these calculations will need to have an effect
within timeframes as short as a few seconds or fractions
thereof, to be able to direct generation resources and manage
highly variable two-way loads on the power grid. Simulations
and calculations of these types are best handled by high-
performance computing (HPC) platforms (clusters). However,
todayis standard HPC platforms and specially their software
stacks are not designed to operate in a real-time regime.
Their main target applications are computationally-intensive
simulations that have to run fast, but not within tight real-time
bounds.

With this in mind, the current work is part of a larger
research effort at PaciAc Northwest National Laboratory aimed
at developing the necessary infrastructure to support an HPC
cluster environment capable of processing vast amounts of
datad speciAcally, calculations over streaming sensor data
(e.g. smart meters and the aforementioned PMUs)& under
hard real-time constraints. As a Arst step towards this ambi-



tious goal, this paper presents our work-in-progress towards
this infrastructure.

Il. THE NEED FOR REAL-TIME HPC

As we have already mentioned, the growth in both size
and complexity of the future power grid brings with it new
challenges with respect to the analysis of the vast amounts
of data it entails. To give a rough estimate of the scale of
this data, the amount of data streaming from a future phasor
system with a PMU at each of 50,000 transmission-level
buses in North America, sampling at 30 samples per second
would equate to roughly 4TB per day of streaming PMU
datal. A quick estimation of the amount of smart meter data
gives similar numbers: supposing that with a smart meter on
each home, each meter sending one four-byte measurement
per second yields roughly an additional 350GB of streaming
sensor data per million homes daily?. While these numbers
may be generous upper bounds, they give an idea of the scale
of the amount of streaming data which will need to be analyzed
in real time.

We target three kernels in particular: static state estimation
([2], [11], [12]), dynamic state estimation ([4], [9], [10]),
and contingency analysis ([3], [6], [7]). In particular, these
algorithms share the common attributes of being heavily
dependent on linear algebra operations computed over data
compiled from sensors distributed over the power grid.

As a motivating example, we consider one of these appli-
ations in more detail, namely the problem of dynamic state
estimation in the North American power grid. Brie 'y, the state
of a power grid is de ned as a vector of values consisting of
values including the complex voltage magnitude and angle at
each bus:

X =[ 1,15 nVaiiVa]

However, due to the size and complexity of the power grid,
generally speaking, the precise state of the grid is not directly
observable, and instead, the state must be inferred from a set
of measurements taken at various points within the grid. In
addition, these measurements are noisy, in the sense that some
jitter and error is invariably mixed with the measurements
taken from the grid. This estimation of the power gridis state
is then used to gauge the overall health of the power grid.
The general approach commonly taken today ([1]) models a
measurement z; as a set of measurements h; taken over the
system state X, with the addition of some noise vI

2
hy(X1; X2; = Xn)
z—§ 22 é g o (x4: %23 :2%n) é g V2 Z
h (xl,xz,...x )
or, more concisely,
z=h(x)+v

The problem of state estimation, then, reduces to the problem
of generating the best guess for the gridis state, given the noisy
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10% homes  350GB per million homes

measurements available, and the best guess is interpreted as
that which generates the minimum weighted squared error (i.e.,
a weighted least squares analysis). At a high level, then, the
quality of the estimated guess is quanti ed in terms of a cost
function de ned in terms of the square of the magnitude of
the error®: - ,
i=1 Ri
where R is de ned as the expected value of the square of the
error:

Ri = E[v{]

The goal, then, becomes to nd the value of % which mini-
mizes C (%), which occurs when

@ Scm=

9(x) = HT®R 'z h®)]=0 (1)
where H(R) = @—kh(k). Without delving into much more
detail (as the speci cs can be found in [1]), typical state esti-
mation methods currently solve Equation 1 by approximating
g(x) using its Taylor series expansion, running iteratively until
an acceptable convergance is achieved.

This is but one example of a number of data-intensive,
linear-algebra centered operations which are central to power
grid operation; it bears mentioning that these types of compu-
tations that we consider are typical power-grid analysis kernels
which are run on current power grid systems, albeit on a much

smaller scale and not in real-time.

I1l. INFRASTRUCTURE

As mentioned in Section |, this paper presents our work-
in-progress towards our envisioned infrastructure. With this
in mind, we rst describe the architecture as a whole, as we
envision it, followed by a discussion of our progress to date.

Our targeted infrastructure ultimately consists of a modi-

ed variant of the traditional, data-parallel cluster computing
model, with a single head (access) node connected to multiple
compute nodes via a high-speed In niband network.

Recall that the basic model of computation involves three
phases of computation: rst, the data comprising the problem
input must be divided into chunks, and each of these chunks
is distributed from the head node to each of the compute
nodes. Secondly, the compute nodes must locally compute the
solutions to each of their subproblems, and thirdly, the results
of each of these subproblems must be aggregated to form the
overall problem solution.

To adapt this model to operate in real-time, a few key
modi cations must be made. To enable the compute nodesi
local computations (the second of the three phases listed
above) to run in real time, each node will need to run
an real-time operating system (e.g. Xenomai [5]), with the
local computations carried out in the OSi real-time space.
To enable the data transport (the rst and third of the three
aforementioned phases) to operate in real time, we require
the message transport mechanisms themselves (e.g., In niband

Shats over a variable (e.g. ®) denote tted or modeled values; so in this
case, C (%) denotes the cost of the modeled state.



drivers) to run in the operating systemis real-time space, as
well as some method of guaranteeing an upper time-bound
for the transport of the messages themselves. Figure 1 shows
the envisioned infrastructure in more detail.

Recalling the raison diétre for the envisioned
infrastructure® namely, support for the real-time analysis of
large-scale streaming sensor data from the future power grid®
helps to shape the associated software stack. Speci cally,
source code at the application level will need access to a
mathematical library capable of performing the requisite
routines with a known, guaranteed, worst-case upper time
bound. In turn, these libraries will need a transport layer
capable of distributing data throughout the cluster, again
within a guaranteed timeframe. In addition, the same libraries
will perform their localized computation, this time with upper
time bounds guaranteed by the underlying RTOS installed on
each compute node.

The result can be viewed in terms of a protocol stack (Fig-
ure 2), with the In niband transport layer as the bottommost
layer, followed by a real-time In niband layer to allow for
the internode transport of data in real-time, followed by the
real-time linear algebra libraries to allow for the computation
of large-scale linear algebra operations in real-time, followed

nally by the application layer to compute power grid analysis
kernels on large-scale streaming data in real time:

Application
RT Linear Algebra
RT In niband
In niband

Fig. 2. Real-time software stack.

IV. OPEN QUESTIONS

As HPC clusters have, to our knowledge, never been used
to perform real-time computation, our work to date has been
focused primarily on developing the requisite infrastructure
components. Our development system consists of a ve node
cluster& four compute nodes, one head node, each node
powered by 2.66 GHz Quad-core Intel chips, each with 12GB
RAM. For a real-time operating system, we have installed
Xenomai [5] on the half of the compute nodes. The remaining
nodes run standard Red Hat Linux, yielding a con guration
in which half of our nodes run a real-time operating system,
and the other half serve as a non-real-time control group.

Our target application is a dynamic state estimation kernel,
described in Section Il, a version of which currently runs on
a standard cluster. Our immediate task, then, is twofold&

rst, to provide the underlying real-time infrastructure, and
secondly, to modify this code base to use this infrastructure
to yield results in real-time.

There are, of course, some technical hurdles to overcome.
For instance, there is the task of integrating code, including
In niband network drivers and the state estimation application
code, into Xenomaiis real-time space. Doing so, of course, is
a prerequisite to enabling both the application itself, as well as
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the transfer of data within the network, to run with guaranteed
upper time constraints.

Aside from these more pragmatic issues, however, we list
here some of the more theoretical challenges we are presently
addressing, in the hopes of generating fruitful discussion and
feedback from the RTSS-WIP community. Presently, our work
is focused on real-time aspects of the two areas of message
passing within the cluster network, and local computation
within the cluster compute nodes.

A. Message Passing

First, we have a basic need to guarantee a worst-case
message transmission time over the clusteris network, but
doing so raises some important questions. Is it suf cient
to use In nibandis native QoS mechanism (i.e., VL to SL
mappings), combined with the integration of the underlying
network drivers into the operating systemis real-time space,
to compute worst-case message transmission time? Or is a
separate traf c prioritization layer necessary? The choice is
not entirely clear; using In nibandis native mechanism gives
a clean, abstract solution, but there are a number of points
which raise some concern when taken in the context of strict
real-time guarantees.

For example, consider In nibandis credit-based Tow control
mechanism, in which credits are issued from the receiving
end of a link to the sending end, and only when suf cient
credits are available are packets sent over the link; in this
manner, packets are only sent when space is available in
the receiving buffer. While this eliminates the possibilty of
dropped packets due to insuf cient buffer space, it raises the
possibility of restricting Tow unnecessarily when multiple VLs
are considered® a potential issue of concern in the context of
real-time applications.

Another consideration is from the perspective of the appli-
cation level: packets can only specify the desired service level,
not the desired virtual lane. In other words, an application has
no way of requesting a speci c fraction of bandwidth on the
underlying link; it can only request a service level, leaving
bandwidth allocation to the whim of the subnet manager,
further necessitating a tight coupling between the application,
data transport middleware, and the subnet manager. In the
interest of modularity and encapsulation, a separate traf c
prioritization layer may be preferable.

Finally, the supported SL and VL con gurations and
con guration methods vary signi catly between In niband
vendors© for example, some switches may support the full
maximum of 15 VLs, while others may support 7 VLs,
while others may only support 2. Subnet managers come
in both software and hardware varieties, and consequently,
the methods of SL and VL con guration vary accordingly,
potentially complicating the task of recomputing worst-case
execution time signi cantly when hardware modi cations are
made. By abstracting the channel and bandwidth speci cation
at a higher level, and mapping the underlying traf c to a single
VL, we would enable portability and encapsulation across any
combination of hardware and con guration systems.

A related issue is the question of how to integrate real-time
constraint requests into the data transport API. An obvious
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Fig. 1.

Envisioned Infrastructure: As with the traditional cluster computing model, a head node is connected to a set of compute nodes via a high-speed

In niband network. There are a few key modi cations. First, each node must now run an instance of a RTOS. Secondly, the network must be capable of
moving data between nodes within a guaranteed worst-case upper time bound (i.e., in real time).

route, and that which we are pursuing, is to extend a subset of
MPI (Message Passing Interface) with real-time parameters.
This task yields many challenges as well. For instance, how
should this extended MPI integrate with either In nibandis
native QoS mechanism or the aforementioned prioritization
API? At the system level, how can we manage the complex
relationship between (i) MPI message sizes, (ii) In niband
link-level QoS parameters, and (iii) compute nodesi local
computation time, all subject to the system-wide real-time
constraints?

B. Local Computation

At the node level, we are tasked with assuring that local
computation completes within the required time limit. While
traditional real-time theory (e.g. static and dynamic analysis)
gives us a good foundation towards this goal, the added
dimension of the data-parallel computing model introduces
corresponding challenges. To give a few examples, the nature
of the relationship between local (per-node) problem chunk
sizes, local network QoS parameters, and the overall systemis
time constraints is not immediately obvious. What are the
tradeoffs as these parameters change relative to one another,
and is there a set of optimal values? The answers to these
and other questions will prove to be of great interest going
forward.
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Abstract—Processors with dozens to hundreds of cores are
an important research area in general purpose architectures.
We think that the usage of processors with high core numbers
will also emerge in embedded real-time computing. Therefore we
propose in this paper a concept of a many-core that fits the main
requirements for embedded real-time systems: predictability,
performance and energy efficiency. At first we enunciate a set of
assumptions how these requirements can be met by a many-core:
(1) small and simple cores, (2) a cache-less memory hierarchy,
(3) a static switched network on chip, and (4) an independent
task and network communication analysis. Based upon these
assumptions we present a model of a real-time capable many-
core. To estimate the architectural parameters of the model
we started the development of a cycle accurate simulator. In
the current state the simulator is capable of reaching adequate
performance for the number of cores.

Index Terms—Many-Core; Real-Time; Processor Architecture

I. INTRODUCTION

In general purpose computing and non real-time embedded
application domains multi-core solutions are common, due to
their superior performance and reduced power consumption.
Recently, multi-cores are emerging in safety critical hard real-
time systems, too. As the number of cores increases in general
purpose processors and may reach the dimension of hundreds
or thousands this trend will also hit embedded computing
and — as we suppose — embedded hard real-time (HRT)
systems. Those real-time capable systems have to reach several
architectural goals: Primarily they must provide a predictable
timing to the applications, but a high performance with low
energy consumption is also of importance.

We believe that just multiplying the number of common
processor cores and connecting them with a best-effort net-
work is not enough to design efficient real-time capable many-
cores. The increase of the number of cores beyond 32 requires
changes in memory organization, communication interconnect
and the programming model such that approaches for real-
time capable multi-cores with low core numbers [1] cannot be
applied. Therefore we will present a set of assumptions of how
such a real-time capable many-core should be designed. Then
we combine these assumptions to a many-core architecture
model.

The paper is organized as follows: first assumptions are
made and motivated for a real-time capable many-core. In
Section 1l the architectural model for such a many-core is
proposed. The research topics that are of interest for the real-
time capable many-core and need to be addressed are pointed
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out in Section IV. A simulator for the proposed many-core
model is described in Section V. Also a first estimate of the
speed of the developed simulator is provided. In Section VI
the feasibility of the implementation of a many-core design
in hardware is shortly discussed. The paper is concluded with
Section VII.

Il. ASSUMPTIONS FOR A HRT CAPABLE MANY-CORE

Assumption 1. A small and simple core is the best building
block for a real-time capable many-core.

Complex cores with out-of-order execution and several
sources of speculation like sophisticated branch predictions
speed up the sequential execution and therefore are efficient
for single core processors. But parallel execution is the pre-
dominant target of many-cores (or should be predominant to
achieve high performance) and hence these features are too
costly in terms of power and area, compared with only a decent
performance increase. In [2] it is stated that in a multi-core the
addition of a performance feature to a core makes only sense,
if the performance increase is higher than the increase of chip
area. Otherwise it is more beneficial (in terms of performance,
area and power) to add more cores. Therefore the complexity
of the cores should be limited to provide the best performance
for a given energy budget.

Also from the perspective of predictability the worst case
execution time (WCET) analysis is easier and of higher pre-
cision when simple cores are used. Much effort was made to
analyze features of complex processors (e.g. for out-of-order
pipelines [3] and branch prediction [4]), resulting in a sig-
nificant increase of analysis complexity when integrating the
different analysis steps to reach tighter WCET estimates [5].
To ease the analysis of the tasks running on the cores within
the many-core and allow precise analysis without having to
take care of possible timing anomalies in the core [6] a simple
and predictable core architecture is favorable.

The main focus of a real-time capable many-core is not
the core architecture itself, it is the interaction of the tasks
running in parallel and the upper-bounding of the interferences
that occur by that. Anyhow a core architecture that is easy to
analyse is the foundation of a predictable many-core model.

Assumption 2. Distributed memory with the option to access
the memory of other nodes provides a predictable memory
access and enough bandwidth for embedded applications.



The need for large hierarchical caches in general-purpose
multi-cores is due to the memory pressure that is caused by
the different applications executed on the cores demanding
instructions and data. The WCET analysis of private L1 caches
and shared L2 caches in multi/many-cores is possible, but
it is very costly in terms of analysis time [7] or requires
compiler support to deliver tight estimates [8]. Hence from
a WCET analysis point of view a memory hierarchy without
caches that consists of one level of fast private memory and
a second level of non-cached shared memory not only eases
the memory analysis but also reduces a source of its impre-
ciseness. Additionally, in many-core systems, maintaining the
coherency between caches is an essential but costly issue,
therefore a flat cache-less memory hierarchy is also attractive
when considering chip area and power consumption.

The downside of a flat cache-less memory model is the
reduced scalability due to the fixed memory size per node
and the lower throughput. The memory restrictions can be
relaxed by borrowing memory from neighbor nodes, using
messages over the interconnect to access it. We intend to
lean on the programming model of Partitioned Global Address
Space (PGAS), which is successfully used in high performance
computing to handle the degree of parallelism that many-cores
imply. The combination of node number and local memory
address naturally spans a global address space to access the
memory of neighboring nodes, if the local memory is to small.
The exploitation of the memories from other nodes requires the
strict definition of the interaction of different tasks. Otherwise
the inter-task interferences cannot be tightly upper bounded.
Furthermore the usage of non-local memories necessitates
an underlying communication network that provides timing
guarantees for messages of HRT tasks.

To deal with the other drawback, the slower memory access
for a non-local memory, we propose to use part of the
local memory as software-managed scratchpad. It is known
that such scratchpads can provide a comparable memory
throughput like caches with better predictability. Therefore
the memory requirements of a task have to be determined
and scheduled to the available resources a priori. But this
is no cutback for HRT applications, because the resource
planning and schedulablity analysis have to be done during
system design anyway. We expect that such a memory model
can provide the same performance (considering WCET) like
a hierarchical cache model and see promising evidence that
justifies research.

Assumption 3. A statically scheduled mesh network for HRT
tasks targets a predictable timing and a high utilization.

It is commonly known that large core numbers are only
possible with tiled architectures for power, scaling, and manu-
facturing reasons. These tiles are usually connected by a mesh
network on chip (NoC). Dynamically routed networks [9]
that are inspired from distributed systems can deliver a high
utilization of the provided network bandwidth. These networks
require the buffering of messages to ease short phases of
high congestion. Dynamic routing decisions and the use of

22

large buffers result in complex routers and so a high energy
consumption, whereas simple routing decisions with small
message buffers are superior from the energy efficiency aspect.

The problem of dynamically routed networks is that the load
is hard or even impossible to predict. So from the real-time
perspective the communication of two nodes can be affected or
even made impossible by the communication of other nodes.
Therefore a minimum bandwidth and a maximum latency must
be guaranteed for a real-time capable communication.

These requirements can be fulfilled by a time triggered in-
terconnect where certain time slots are reserved for individual
point-to-point connections. Such a communication scheme is
based on periodic repeated static schedules for the message
switching and routing in a network. This Time Division Mul-
tiple Access (TDMA) technique as e.g. proposed in [10][11]
is adequate, because the communication bandwidth of real-
time tasks is reserved during system integration. Consequently
no interference of unplanned communication can affect the
timing characteristics of the communication during runtime.
To further increase the predictability of the communication the
absence of buffers in the switches [10] should be assumed.

For the support of non real-time communication, unused
TDMA slots can be dynamically used to provide mixed
criticality [12]. Also the deliberate buffering of non real-time
messages can further enhance the network utilization.

Assumption 4. A tight WCET analysis of the system can
be reduced to an independent task analysis per core and an
analysis of the network communication.

The timing of a task running on a core can be determined
with commonly used static analysis techniques of single core
processors. The only uncertainty concerns the timing of non-
local memory accesses (e.g. for sharing, synchronization, or
if the local memory is to small). To solve this the analysis
has to use a given bandwidth guarantee and a maximal
memory access latency to calculate the WCET. Then a network
analysis can build a network communication schedule with the
given bandwidth requirements from each task. The schedule
is statically defined and guarantees each task the amount
of bandwidth by virtual communication channels. Since the
distance to the memory that is accessed by a node is affecting
the communication latency and the utilization of the chosen
path, the placement of the tasks in the network is of impor-
tance. So the scheduling of the network communication will
guarantee the required bandwidth for each task, otherwise no
valid network communication schedule can be build. Thereby
the timing of the tasks is left unchanged during integration
and it is known that the deadlines of all applications are meet.

Using the PGAS programming model, memory accesses can
be divided into three classes: local private, distributed private,
and shared accesses. With this division, a simple complexity
model of parallel applications can be created [13], which is a
first step towards timing analysis. Hence we think that building
sound timing models for parallel applications using the PGAS
programming model is achievable.

To summarize, the following steps are needed to determine



Figure 1.  Many-Core Chip

the application’s timing: the definition of the necessary com-
munication bandwidth for an application, the timing analysis
of each application task, and the network communication
scheduling including the task placement.

I1l. THE MANY-CORE MODEL

Figure 1 shows a schematic view of a proposed HRT capable
many-core structure, based on the four assumptions made
above. It consists of cores with simple in-order pipelines with
very limited speculation (e. g. static branch prediction). Each
node has a limited amount of local memory that holds its code
and private data. If the size of the local memory is too small
or memory should be shared with other nodes, a node can
access the local memory of other nodes. But there is no direct
datapath to the distributed memories, instead other memories
can only be accessed by messages to other nodes.

To reduce the amount of remote memory a node uses, the lo-
cal memory can be organized as software-managed scratchpad.
This allows a better utilization of the local memory, without
using caches. If properly designed, scratchpads can reach a
performance comparable with caches, but are easier to analyze
and less complex in design. The usage of software-managed
scratchpads can also improve performance, because the access
of the memory of other nodes is typically slower than the
access of the local memory.

External devices (e.g. external memory, bus interfaces, or
other 1/0 devices) are directly connected to a single node, and
each node is at most connected to one external device. If for
example an off-chip memory is connected as external device
to a node, the node will provide a large amount of slow local
memory, that can be accessed by other nodes via messages.

We suppose to use a mesh interconnect for the connection
of nodes. The routing in the network is statically done by
the network communication scheduler that reserves a virtual
channel with a dedicated bandwidth for each point-to-point
connection.

The proposed many-core model is the minimalistic deriva-
tion of the assumptions made before. If it proves right,
we will be able to enhance the model while preserving its
predictability.

IV. RESEARCH TOPICS

A static WCET analysis is of utmost importance for HRT
applications, but a performance analysis of the many-core
using a simulator is necessary, if measurement-based WCET
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analysis should be employed or mixed criticality applications
will be supported. With mixed criticality best effort tasks
are executed with low priority, but concurrently with HRT
tasks and the performance of the non real-time tasks can be
measured by using a simulator.

Furthermore we will use a simulator to examine optimal
memory sizes, communication bandwidth and latency, instruc-
tion throughput, number of ports to external memory, etc.,
and also to find bottlenecks in the architecture. The base
architecture is simple and homogeneous by intention, but only
as starting point. We will try to overcome the bottlenecks by
introducing more heterogeneity, hence specialized cores (e. g.
for floating point calculation, DSP, graphic acceleration, etc.),
more complex interconnections, and routing algorithms will
be incorporated.

In contrast to the established practice of modifying state-
of-the-art hardware with inherited deficiencies, we expect that
this bottom-up approach will give a different perspective on
many processor resources.

Another research area is the scheduling of the communi-
cation within the network to provide each application enough
bandwidth to reach their WCET. Therefore the investigation of
proper interfaces between the task’s WCET analysis requesting
a communication bandwidth and the planning of the commu-
nication channels in the network is necessary. There is also
the need to find solutions that allow the WCET analysis of
applications using the memory of different cores. Furthermore
to reach a maximum number of applications running on the
many-core a proper task placement to keep communication
paths short needs to be found.

V. SIMULATION

To evaluate the many-core model we currently develop a
simulator, that is so far used as virtual machine to allow
porting applications to the new platform. At present two core
architectures are supported, OpenRISC and Infineon Tricore,
but we plan to add other to check which architecture fits the
requirements of the many-core best.

The periodicity of the TDMA message transportation (As-
sumption 3) can be used to speed up the simulation. Because
the times when messages are send and the times when they
arrive are fixed within a static period, the interconnect behavior
need not be simulated once every cycle but only once per
period. We assume that the length of a period in cycles is
given by N.

The simulation can be divided into two alternating phases.
During the execute phase, a fixed number of cycles N (one
period) is simulated for each core. It is assumed that there is no
interference between the cores during these N cycles. There-
fore this part can be simulated in parallel to gain simulation
speed. Afterwards the message exchange between the cores
is simulated in the transport phase. Because there are lots of
interactions between the cores, this phase is to be executed
sequentially. Due to the low complexity of the cores and the
absence of a memory hierarchy with coherence protocol, the
simulation speed of the individual cores is relatively high.



Table |
SIMULATION SPEED DEPENDING ON NUMBER OF SIMULATED CORES

. Simulated Cycles

No. of Cores | Host Time [s] per Core and Second
16 262 11200 000

32 306 9800000

64 378 8200000

128 575 5700000

256 1591 2300000

Given an arbitrary network routing algorithm, a precise
simulation of the message timing is only guaranteed for an
interval length of 1 cycle. But using such a short interval is
bad for the simulation speed on a parallel host machine, as the
frequent alternation between parallel and sequential results in
a huge overhead. Therefore a large N is preferred in terms of
simulation speed and can be chosen due to the periodicity of
a time triggered interconnect.

Table | gives a first impression of the simulation speed for
an N of 8. A 512 512 integer matrix multiplication was
used as benchmark program. The table gives the total time the
simulation took on an Intel Core 2 Quad desktop computer at
2.8 GHz and the simulated cycles per core and second.

V1. TECHNICAL DISCUSSION

The TILE-Gx8036 processor from Tilera [14] is a network-
ing processor with 36 cores. Each core has a 32bit three-way
VLIW pipeline and 320 kB private cache. The total mesh
bandwidth is 66 Thps at 1.5 GHz clock frequency. This results
in a interconnection bandwidth of 1222 Bits per core and
cycle. Tilera plans to increase the core number up to 100.
Given these numbers and assuming a comparable core pipeline
complexity, in our model a 100 core with 256 kB memory per
core and four bidirectional connections of 128 Bits per cycle
should be possible with current technology.

For an estimation of the size with FPGA technology, we
take the sizes in logic elements (LE) of the Altera Cyclone
Il family for an OpenRISC processor core (8700 LE) and a
TTNoc switch fabric [10] (440 LE) which should be of similar
complexity as the proposed TDMA switch. The latest Altera
Stratix 5SGXB6 chip has space for 597000 LE-equivalents
which is enough for about 64 cores with 100 kB each.

The Picochip PC102-100 [15] is a digital signal processor
that consists of a so-called picoArray with 240 small cores
with 768 bytes of memory and 68 cores with 8.5 or 64
kB of memory. The memory is separated, hence the cores
exclusively communicate via a statically scheduled network.
It is intended as replacement for FPGAs, with comparable
price and energy consumption, but using a simple and familiar
ANSI C programming model.

VII. CONCLUSION

We proposed in this paper a real-time capable many-core
model based on four assumptions to preserve the timing pre-
dictability of the model. The other main design goal is energy
efficiency. Upon these assumptions we created an architectural
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design and started the implementation of a simulator. The
paper shows that the simulator is capable of reaching an
adequate performance for the number of simulated cores.
Furthermore we showed that a many-core consisting of small
cores can be implemented in current FPGA technologies.

For further work we will model the timing of the cores in
the simulator and evaluate different architectural parameters
as e.g. memory sizes and network bandwidth. The resulting
architecture is intended to be implemented into an FPGA to
provide complexity and the energy consumption estimates for
the many-core. In conjunction with the architectural develop-
ment we will be working on the usage of the distributed shared
memory in many-cores for real-time applications, the network
scheduling, and the integration of the proposed architecture in
an analysis process.
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Abstract—“Many-core” systems based on network-on-chip ar-
chitectures have brought into the fore-front various opportunities
and challenges for the deployment of real-time systems. Such real-
time systems need timing guarantees to be fulfilled. Therefore,
calculating upper-bounds on the end-to-end communication delay
between system components is of primary interest. In this work,
we identify the limitations of an existing approach proposed by [1]
and propose different techniques to overcome these limitations.

I. INTRODUCTION

The current trend in the embedded industry is towards a
strong push for integrating previously isolated functionalities
into a single-chip. Multicores are becoming ubiquitous, not
only for general purpose systems, but also in the embedded
computing area. This trend reflects the steadily increasing
demands on the processing power of contemporary embedded
applications. Also, advancements in the semiconductor arena
have paved the way for the introduction of the “many-core” (or
massive multicore) era and we are witnessing the emergence
of chips with up to 1024 cores. The Tile64 from Tilera [2],
Epiphany from Adapteva and the 48-core Single-Chip-Cloud
computer from Intel are a few examples of such many-core
systems. The immense computing capabilities offered by these
chips, coupled with a power efficient design, make them
potential candidates for use in real-time embedded systems.
If real-time guarantees can be obtained for tasks executing on
these cores, then many safety-critical real-time applications
could benefit from such an architecture.

Besides offering enhanced computational capabilities com-
pared to the traditional multicore platforms, the internal archi-
tecture of many-core platforms is fundamentally different: of
particular interest is the Network-on-Chip [3] communication
framework which serves as a communication channel amongst
the cores and between the cores and the main memory. System
designers realized that the traditional shared bus/ring (see left
plot of Figure 1) would not scale beyond a limited number
of cores, because it would result in an non-negligible increase
of the access time to main memory and other cores due to
contention on the bus/ring. Therefore, the presence of many
cores necessitated a shift in the earlier design paradigm of
using a shared bus/ring as an interconnection network. Each
core of a massive multicores architecture is typically a part of
a more general device called “tile”. Each tile is composed of
a core, a private cache and a network switch (NoC) connected
to its neighbors (see right plot of Figure 1).
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Fig. 1. Traditional vs. massive multicores architecture

It is important to find an upper bound on the delay intro-
duced by the interconnection network in a system on which
real-time applications must be deployed. In a scenario involv-
ing data transfers (amongst cores or from cores to memory),
the execution time of a task running on a given core is
increased because the core stalls waiting for data to be fetched
over the underlying network. This waiting time can lead to a
non-negligible increase in the execution time when the traffic
on the network increases due to the congestion. Specifically
when the analyzed task is required to meet some strict timing
guarantees, this extra delay must be upper-bounded.

There has been extensive research aimed at providing guar-
anteed timing requirements for NoCs. Some of these use the
support of special hardware mechanisms [4], using priority
based mechanisms [5], time-triggered systems [6] and time
division multiple access [7]. Among the most relevant studies,
one can also cite [8] and [9]. The list of contributions is
extensive and an entire survey is beyond the scope of this short
paper. Here, we aim to identify the limitations in the work done
by Ferrandiz et. al [1] and suggest improvements to provide
tighter upper-bounds on the end-to-end communication delay
between the system components (cores and memory). First,
we identify the sources of pessimism in their approach and
then, we propose techniques to tighten the upper bounds.



Il. SYSTEM MODEL

We assume a platform model as illustrated in Figure 1
(right-hand plot). Each tile is composed of one core and one
switch. The tiles are arranged as a m m grid and are
connected to only one memory controller. The entire grid
is modeled by a directed graph G(N; L), where (i) N

of m? switches, m? cores, and the memory controller, and
(if) L is the set of edges, i.e., the channels that interconnect
the switches to the cores, to other switches or to the memory
controller. A bi-directional channel is modeled by using two
edges in opposite directions. For a given channel 1 2 L,
we denote by src(l) and dest(l) the origin and destination
node of the directed channel, respectively. Hereafter, we will
sometimes use the term link to refer to a channel. All the
links have the same capacity denoted by C. We assume the
presence of bidirectional links (full-duplex transmission) with
the interpretation that request and response packets can be
simultaneously sent across a tile and will not contend amongst
each other for the link. Packets are switched between routers
using the wormhole switching technique [10], where the
arbitration in the switch is done using round-robin arbitration
protocol, which is commonly used in Network-On-Chips.
Within wormhole routing schemes, every packet sent over the
network is split into smaller irreducible units called flits (FLow
control digITS).

The tasks are periodic and non-premptive in nature. Regard-
ing task assignment, we assume that a single task is assigned
to a given core and that there is a 1:1 mapping between a task
and a core.

A communication between a task and a destination node (the
memory controller or any other core) is modeled by a flow.
That is, each task can generate several flows, each modeling
a communication with the memory controller or with another
core. Each flow T goes though a pre-defined path, which is
defined by an ordered list of links noted path(f). We denote
by rst(f) the first link of path(f). Note that the first link of
every path always connects the core and its associated switch.
In addition, given a link I, we use the notations prev(f;I)
and next(f;1) to refer to the links directly before and after
the link | in path(f). If I is the first link of path(f) then
prev(f; 1) returns null and similarly, if | is the last link of
path(f) then next(f;l) returns null. Finally, we denote by
psize(f) the maximum size of a packet in the communication
modeled by f (which includes the protocol headers).

Packets are routed statically using a deadlock free algorithm.
Although adaptive routing patterns are more efficient as the
route taken by a packet is decided at run-time by taking into
account a global-view of the congestion in the network, they
are non-deterministic and hence we adopt a static routing
algorithm.

In contrast with the work presented in [1], we assume that
there can be only one outstanding request packet from a task at
any given time, i.e., the core running the task stalls waiting for
the packet to be sent and for the response to be received (the
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Algorithm 1: d(f; 1) [1]

input : a flow f,
a link 1,

output: an upper-bound on the end-to-end delay of f, starting
from link 1, to the destination.

1 begin

/* there cannot be any contention on the Ffirst
link.

if | = rst(f) then return d(F; next(f;1)) ;

/* If the first flit of the packet has reached
the destination, then the whole packet can
transit.

if 1 = null then return ps%e(f) ;

/* Determine the set of links connected to the
input ports of the switch src(l). */

U  flin 2 Ljlin & prev(f;l) and dest(lin) = src(h)g ;

foreach lj, 2 U do
/* Determine the set of flows fi, passing

through lin and next(f;l).
I:'i”h f o dz i~ Iinf2 lin) =1
ath(fin) and. next(fin; lin) =19 ;
p (fin) < (fin; lin) g

*/

*/

*/

cumul_delay max fdsw + d(fin; next(f; 1))g ;

in2F1;,

Iin2u
return cumul_delay +dsw + d(f; next(f; 1)) ;

response can be a simple ACK). This implies that the delay
incurred by sending the packet and waiting for the response is
added to the resulting execution time of the task running on
the core. Also, we denote by CR;(f;t) an upper-bound on the
number of packets for the flow  that the it" task can generate
in a time interval of length t, when run in isolation. We assume
that these communication patterns are derived using either
static analysis or by measurement.

I11. THE APPROACH PROPOSED IN [1]

A. Description of the method

In [1], the authors propose a recursive equation to compute
an upper bound d(f; 1) on the delay needed to deliver a packet
of flow f, starting from the moment at which the packet tries to
access the link I. For sake of readability, we have rewritten this
recursive equation as an pseudo-code given by Algorithm 1
and the reasoning behind this procedure is explained through
the following simple example.

Let us consider the part of Figure 2 above the horizontal
dotted lines (the part below these dotted lines will be con-
sidered later). There are four nodes: a core ni, two switches
n, and nz, and another core n4, and three flows: 1 models
a communication between n; and the core n4, whereas the
source nodes of f, and f3 are not specified; f, transits through
the switches n, and nz, and f3 passes only across the switch
nz before ending in n4. Suppose that we study the worst-case
end-to-end delay of f1 by calling d(fy; 1) (see Algorithm 1).

Since | I, is the first link of £ = f;,  could be
blocked only if other flows generated by its source (here, the
cpu n;) have to transit first. The authors of [1] propose a
particular procedure to deal with this specific case. In contrast,
we assume that the cores stall while waiting for a given packet
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Fig. 2. Example of flows.

transmission to be completed before initiating a new transmis-
sion. Therefore, under this assumption, a flow f issued from
one core can never be blocked by another flow issued from the
same core and the first flit of the packet is directly transferred
to the input port of the switch n,. Thus, the algorithm directly
calls the function d(f; next(f; 1)) = d(fy;ls) at line 2.

With the input hf; li = hfy; Igi, the algorithm starts at line
6. At this stage, the flow f; is coming from I; and it has to
pass through lg via the node n,. The algorithm first computes
the set U of links connected to the other input ports of n, (i.e.,
the links different from I,). Here, U = fls; l4;Is9. Then, for
each of those links li, 2 U, the algorithm determines the set
Fy,,, of flows T, such that fi, passes through li, and lg. Here,
Fi,= ;F, =fand Fy, . Note that one and only one
flow of each set Fy,, might block T since the switch arbitration
rule is assumed to be Round-Robin. At line 7, the algorithm
sums the maximum delay that every flow fi, in each Fy,, can
generate. Finally at line 8, it returns this cumulative delay,
plus the time needed to make the flow f; progress through n,
(i.e., dsw), plus the delay suffered by f; in the next hop (i.e.,
d(fy; next(fy; lg)) = d(f1;lg)).

Notice that at line 3, if | = null, then it means that the flow
T has reached its destination. In this case, the packet of f is
totally transmitted, which takes in the worst-case %‘*(f) time
units.

B. Sources of pessimism

Although the computation presented in the previous section
is correct and terminates within a reasonable computation time
(as shown in [1]), we identified two main sources of pessimism
in this computation. In order to highlight this pessimism, one
can construct the computation tree followed by Algorithm 1, in
which each recursive call to the function d(f; I), with & null,
is a node of the tree and each call to d(f; null) is a leaf (see
Figure 3). Algorithm 1 traverses this computation tree in a
preorder depth-first manner, i.e., the node is visited, and then
each of the subtrees, from the left to the right.

As it can be seen in this figure, the order in which the leafs
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Fig. 3. Computation tree of d(f1;11).

of the computational tree are reached reflects the following
scenario. The flow f; is delayed because T, goes first (step

). £, is then blocked by f3 in node n3. Once 3 has reached
the core ng, its whole packet is transferred to ng4, hence adding
psize(f3)=C to the delay (step ~, the first “leaf”). Then f,
flows and also reaches the core ng4 (step ~ ), followed by f;
which passes through n, but gets blocked by another flow of
f3 in n3. This second flow of f3 passes first (step ™), and
finally 1 can progress to its destination (step ™).

As a conclusion, the scenario considered by this compu-
tation of d(fy;l1) supposes that f3 can block the flow f;
twice before it reaches the core n4, which may not be possible
for several reasons that we call “source of pessimism” in the
computation.

a) Network-level pessimism: Algorithm 1 can lead to
situations in which two consecutive calls to d(f; 1) (with the
same T and 1) are too close in time so that they do not reflect
a possible scenario, i.e., a scenario in which a packet of f
arrives to a switch before the previous packet of the same
flow f could have carried out a round-trip from its source to
its destination. To understand this first source of pessimism,
let us focus on the node ng, and in particular on what it does
in the scenario described above. When the flow f3 progresses
to the core n4 for the first time, ng transmits every flit of
the packet ps3 of f3. During this time, both flows f; and
T, are blocked in n,. Then, right after transmitting the last
flit of p3, n3 starts transmitting all the flits of the packet
p2 of f,. Finally, directly after transmitting the last flit of
p2, N3 transmits another packet of psz before transmitting p;.
However, this scenario is possible only if the second packet
of f3 can arrive at the switch n3z before the packet p, has
reached its destination, i.e., if dgy + %@ > RTT(f3),
where RTT(F) denotes a lower-bound on the delay needed to
(i) deliver a packet of flow f, from its source to its destination,
and (ii) carry the response back to its source. We will address
the computation of RTT(F), for all flows f, in future work.

In order to detect this kind of situation, in which two
consecutive calls to d(f;l) (with the same f and ) are
too close in time so that they do not reflect a possible
scenario, we propose to extend Algorithm 1 as follows. A
“timestamp” ts(f; 1) is associated to each call to the function
d(F; 1) during the traversal of the computation tree. Basically,
the computation starts with a counter count set to 0 and
updates it as follows: the counter is increased by dsy times



units whenever it encounters a ds,, term in the computation
(while visiting the nodes of the tree) and it is increased by
%e(f) whenever it reaches a leaf d(f; null) of the tree. Then,
after visiting a node d(f;I) for the first time (i.e., at the
return from the first call to the function d(f; 1)), the algorithm
sets the corresponding timestamp ts(f; 1) to the current value
of count. Whenever it has to enter a node d(f;I) that has
been already visited, the algorithm compares the value of its
corresponding timestamp ts(f; 1) to the current value of count.
If count ts(F;l) RTT(f) then it is impossible for the
flow f to have another packet in the current switch at this
time count, given that the last packet of f in that switch
was considered at time ts(f; ). Therefore, the node d(f;I)
does not have to be traversed and can be pruned, together
with all its subtrees. Since some nodes can be potentially
excluded from one of the top levels of the tree, we believe
that this improvement can lead to a considerable reduction of
the pessimism of the returned upper-bound.

b) Task-level pessimism: Suppose that the function
d(F; 1) is called multiple times with the same input parameters
f and I, and suppose that every pair of consecutive calls to
this function are separated in time by more than RTT(f) time
units (thus, this scenario is valid according to the previous
improvement). Let t denote the time between any two calls
to d(f; 1), and let x denote the number of times that d(f; 1) has
been called during these t time units (including the two calls
occurring at the boundary of this time interval). It might be the
case that the task generating the flow f is not able to generate
X packets in a time interval of length  t. Therefore, upon any
call to the function d(f; I), the algorithm should check whether
the total number of calls performed to this function (including
the current call) does not exceed the maximum number of
packets that can be generated by the task generating f.

We propose to reduce this source of pessimism in the same
way as the network-level pessimism. Basically, instead of asso-
ciating one timestamp to each node d(f; 1) we associate a list

Whenever the computation returns from a call d(f;l), it
inserts a new timestamp at the end of the list (the value
of the newly inserted timestamp is set to the current value
of count (see the first improvement). That is, given one
node d(f;1), the length k of its associated list(F; ) gives the
number of times that the function d(f; 1) has been called from
the beginning of the computation. During the computation,
before entering a node d(f;l) of the tree for the (k + 1)t

the task generating f is capable of generating (k + 1) i
packets in a time interval of length count ts;i(f;1), i.e,
CR(count ts;(F; 1)) (k + 1) i. If this condition is

task generating f to emit another (k +1)™ packet. Otherwise,
the node d(F;l) does not have to be traversed and can be
pruned together with all its subtrees, hence further reducing
the pessimism.

We believe that this second improvement can also drastically
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reduce the pessimism involved by Algorithm 1. The intuition
is given in the example of Figure 2. Suppose now that the
destination of f; is the memory controller denoted by the node
nz, and suppose that this node nz is located far away from n;
in terms of number of hops. In addition, suppose that there is
a flow T from the core nx to nz, where nx is located just a
few hops next to nz. Chances are high that Algorithm 1 will
call the function d(fy; ly) a significant number of times since
this node d(fy; ly) will belong to many subtrees. Furthermore,
RTT(fx) is very low since the distance between nx and nz
is short. In this case, this second improvement will enable not
to account for d(fy;ly) an excessive amount of times, hence
reducing the pessimism.

IV. CONCLUSION

We present the intuition to improve the approach presented
in [1], and we believe that this improvement will drastically
reduce the pessimism involved in the computation of the end-
to-end communication delay in massive multicores. Obtaining
such a tighter upper-bound on these delays will in turn
decrease the time-overhead added to the worst-case execution
time (WCET) of the tasks, which will ultimately propagate
in a cascading manner through the upper-layer analyses (such
as tasks worst-case response time and schedulability analysis)
which are built on top of the WCET analysis.
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Abstract—In the paper, a concept and an early analysis of
an HW/SW architecture designed to prevent the SW from
both timing disturbances and interrupt overloads is outlined.
The architecture is composed of an FPGA (MCU) used to run
the HW (SW) part of an application. Comparing to previous
approaches, novelty of the architecture can be seen in the fact
it is able to adapt interrupt service rates to the actual SW load
being monitored with no intrusion to the SW. According to the
actual SW load it is able to buffer all interrupts and related
data while the SW is highly loaded or redirect the interrupts
to the MCU as soon as the SW becomes underloaded.

Keywords-real time, interrupt, overload, prevention

I. INTRODUCTION

Many factors must be considered during the development
of embedded systems (ESes). A typical ES is 1/O intensive
and reactive, so it must be able to respond on-time to
external events stimulating the system at various rates (for
the illustration, see Table I). An occurrence of the events
is usually signalized by interrupts (INTs) being serviced
by interrupt service routines (ISRs), which are typically
given a higher priority than the SW instruction flow. If
the INT subsystem is not utilized properly, the ES may
violate its timing constraints or may become overloaded
due to an excessive rate of INTs (fin¢). As an unexpected
consequence, a SW part of the ES may starve, stop working
correctly or collapse suddenly. To avoid this, the ES must be
designed e.g. to limit or tolerate the high rate in order not
to continue executing part of its workload. For safety/time-
critical systems, the requirement is yet more strict — the ES
may never give up (to recover) even if the load hypothesis
used to define the peak load (e.g., given by the maximum
fint expected for each INT source) is violated [4].

The paper is organized as follows. In the section II,
principles related to the INT management are discussed
in brief. In the section Ill, a principle of the proposed
solution is presented, followed by a preliminary analysis in
the section IV. The section V concludes the paper.

Table |
AN ILLUSTRATION TO VARIOUS INTERRUPT SOURCE RATES [6]
Interrupt loose switch CAN 12C | USB | 100 Mbps
source wire bounce bus bus bus Ethernet
Fint [kHz] 0.5 1 15 50 90 195

29

Il. INTERRUPT MANAGEMENT

In existing works, the following problems are typically
solved w.r.t. INT management: i) the timing disturbance
problem composed mainly of a disturbance due to soft real-
time (RT) tasks and priority inversion sub-problems [2], [3],
[7] and ii) the predictability problem originating from the
ES inability to predict arrival times and the rate of INTs
induced by external events [5], [6].

The timing disturbance problem can be efficiently solved
at the kernel level — e.g., Leyva-del-Foyo et al. showed in
[2], [3] that ESes can suffer significantly from a disjoint
priority space where ISRs are serviced by the HW prior to
tasks managed by the SW; as the solution, they suggested
to implement a joint priority space — an ISR-level priority
space is mapped to a task-level priority space (see Fig. 1),
so the ISR and task priorities can be mutually compared to
detect the highest-priority 1ISR/task in the joint set.

ISR level Joint level

H ;
g kN | g

r Y

o

r Tasklevel % . IST level

3 +1)°

i [ TASK1 ] H ~ 4 TASK n+1 (k1)

t [Task2 | % U TASK nv2 :

y : y : TASK

L [Taskn | ] VTASKRem (m+n)

Figure 1. Anillustration to an disjoint—joint priority space mapping. In [2],
[3], it was shown the concept minimizes the disturbance effects induced by
interrupting high-level tasks by the ISRs serviced by low-level ISTs. Scheler
et al. [7] extended the concept to a dual-CPU architecture in which the ISTs
can be pre-executed (on the secondary CPU) before they are directed to
the (primary) CPU the main part of the ES runs on.

They supposed an INT is not serviced immediately in its
ISR but later by an associated (deferred) task — called an
interrupt service task, IST — running at a predefined task-
level priority. At the ISR level, it is supposed only necessary
actions are performed such as INT acknowledge or signaling
the corresponding IST. However, although the solutions [2],
[3], [7] minimize the disturbances produced by ISRs, they
do not solve the predictability problem — they are still sus-
ceptible to INT-overload scenarios because a high-priority
INT generated at a high rate could overload the CPU. For



the further description, let the PRI : S;nT [S ¥ N
be a function assigning a joint-priority value to an INT
(INT; 2 SynT Where SNt is the set of all INT sources)
oratask (j 2S where S is the set of all non-IST tasks).

The predictability problem solutions — presented e.g. in
[5], [6] — are typically based on bounding the minimum
interarrival time between INTS, tarrivar (Or, maximum fjq¢).
Regehr and Duongsaa classified [6] these INT overload
prevention solutions — called Interrupt Limiters (ILs) — to
SW ILs (SILs) and HW ILs, (HILs). The SILs can be
classified to the following sub-types:

1) Polling SIL, driven by a periodic timer expiring each
tarrivar time units. After the expiration, INT-flag is
read and if set then the corresponding ISR is started.

2) Strict SIL, working as follows: the ISR prologue is
modified to disable INTs and configure a one-shot
timer to expire after tarrivar UNIts. After it expires,
INTs are re-enabled.

3) Bursty SIL, designed to reduce the double-INT over-
head w.r.t. strict SIL. Comparing to the strict SIL, the
bursty SIL is driven by the two parameters: maximum
arrival rate (tarrivar) and maximum burst size (N).
The reduction is based on the following idea: INTs
are disabled after a burst of N » requests rather than
disabled after each INT request. An ISR prologue is
modified to increment the counter and, if the counter
reaches N then INTSs are disabled. INTs are re-enabled
and the counter is reset after a timer overflows (its
expiration value is adjusted to tarrival)-

In the latter (HIL) approach, INT requests are processed
before they are directed to the device the ES runs on — a
HIL guarantees that at most one of the INTs is directed to
the device within tarrival interval. The FPGA-based HIL
denoted as the Custom Interrupts Controller (CIC) in [2] is
illustrated in Fig. 2. Further solution to the HIL — based
on the Real-Time Bridge (RTB) concept — was presented by
Pellizzoni [5]: Each 1/O interface is serviced by a separate
RTB able to buffer all incoming/outgoing traffic to/from
peripherals, and deliver it predictably according to the actual
scheduling policy; the prediction is based on monitoring
the run-time communication over the PCIl(e) bus utilized
to interconnect the HIL and the control parts of the ES
based on the high-performance 1Ghz Intel Q6700 quad-CPU
platform.

BUS_CTRL
<« »

e N CPU

"\ FPGA

SN
Cusiom Interrupts Controller Embedded

M BUS_ADR
> \(E"Q) HIL application
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Figure 2. An illustration to the FPGA-based HIL proposed in [2], designed
to limit fj,¢ of INTs incomming to the CPU (running the main part of the
ES) to a predefined, fixed maximum rate (i.e. CIC is a static HIL)

N
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I1l. OUR APPROACH

During our research, we plan to design an embedded
architecture able to solve the INT-management problem by
means of instruments accessible at the market, i.e., using
common commercial off-the-shelf (COTS) components such
as MCUs/FPGAs and operating systems (OSes). The archi-
tecture must be general enough to abstract from products
of particular producers and must reduce a need to modify
existing components and OS-kernels to a minimum. At
present, no similar solution exists — actual solutions are
either limited to solving one of the timing disturbance or
predictability problems, or they are too complex for (limited)
embedded realizations, require a customized HW or SW etc.
Moreover, the architecture must be able to adapt the INT
service rate to the actual load of the MCU’s CPU.

In our approach, it is supposed an ES is composed of an
FPGA (Xilinx Spartan-6 utilized to realize a HIL function)
and of an MCU (ARM Cortex-A9 utilized to execute a
“useful”, i.e. OS-driven control, part of the ES) — see Fig.
3. None of the SIL solutions is involved in the architecture
because they increase the CPU utilization factor (U) and thus
worsen the schedulability of RT task sets. Details related to
the architecture are summarized in the next.

—_——
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Figure 3. Camea AX32 platform combining the existing RTB concept
[5] with the joint task/IST scheduling [2], [3], [7] and the proposed non-
intrusive monitoring of the RTOS load (signals with MON__ prefix) to adapt
an INT management mechanism to the actual load. The FPGA is designed
to pre-process all INTs before they are directed to the MCU; each an
interface (IFC_1) able to generate an INT request is processed by a
separate RTB responsible for processing stimuli related to the INT — during
the high RTOS load any INT is buffered by the FPGA until the RTOS is
underloaded or the INT priority is higher than the priority of the task
running in the RTOS; then the INT is directed to the MCU. Buffers inside
the RTBs must be of a "sufficiently large” capacity to store all stalled
communication related to the INT.

An embedded real-time (RT) operating system (RTOS)
is supposed to guarantee the timeliness of all reactions
(responses). The CPU may not overload to guarantee the
schedulability of a given task set by the means of a given
scheduling policy. To prevent the overload the CPU load
is analyzed by an external device (an FPGA) designed to
monitor MON_INT to MON_SLACK signals (Fig. 3) generated
by the RTOS. Details to the signal generation follow.

The generation begins just after the free-running system
timer (SYSTIM) is started to overflow with the period set to
TosTick- The start is signalled by producing a short pulse
at the MON_INT to MON_SLACK lines (Fig. 4, A).
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Figure 4. An illustration to the monitoring signals

The INT prologue (epilogue) is modified to set the
MON_INT signal to HIGH (LOW) just at the beginning (end)
of an ISR body to ease the monitoring of ISR execution
times (texe). This extends the ISR execution a bit, but in a
deterministic and the same way across all ISRs. Moreover,
execution of the SYSTIM’s ISR is signalled by generating a
short pulse at the MON_TICK line. ISR nesting is disallowed.

The MON_CTX signal is set to HIGH each time the task-
level context switch (CTXSW) is being (re)stored; otherwise,
it is set to LOW. Pulse between A, B parts in Fig. 4
represent a (half) CTXSW to the very first task to run
while pulses between B, C (C, D and D, E) represent (full)
CTXSWs between the tasks — i.e., the CTXSWs formed
of context store (the light filled area) and context restore
(the dark filled area) parts. In Fig. 4, it is supposed the
full CTXSW is performed in the ISR body of a special
(Exception/Trap/Software Interrupt) instruction, so MON_INT
is HIGH too. Each CTXSW is processed in the critical
section (INT disable) mode, so an extra response delay is
added to INTSs arisen during a CTXSW execution.

The MON_PRI signal is utilized to monitor the priority of
an actual scheduled task. The signal is set in the context
restore phase of the CTXSW (as soon as the priority is
known). In Fig. 4, it is illustrated how the value of MON_PRI
changes if a lower priority task (PRI_L priority, part B) is
preempted by a higher priority task (PRI_H priority, part
C) and then back to PRI_L (part D) after the higher priority
task becomes unready. If there is no ready task in the system
(part E) then the idle task is started (i.e., MON_PRI is set to
PRI_IDLE).

The MON_SLACK signal is utilized to detect slack time
in the schedule. It is set if MON_PRI = PRI_IDLE or the
MON_PRI value is below the hard-priority level.

IV. PRELIMINARY ANALYSIS

In this section, a preliminary analysis of the proposed
architecture is outlined. Let A be a preemptive, fixed-priority
assignment policy, let :
S be the set of all tasks ( j) to be scheduled by A and

let the foIIowmg subsets be distinguished in the  set: the
set (4 = Fq1;:::; mQ) of hard tasks, the set ( s =
T m+1;::1; ng) of soft tasks, the set ( p) of periodic tasks

forming a repetitive part of the ES behavior and the set
() of aperiodic event-driven tasks being released/executed
once iff an event (INT) occurs. It is supposed the following
parameters are known for each ; 2 : rj (release time),
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Ci (worst-case execution time), D; (relative deadline), T;
(period; for an aperiodic task it is set to Dj or (if it is known)
to the minimum interarrival time of a corresponding INT).

It is required that i) the CPU will not get overloaded by
a stream of INTSs, ii) timing constraints of hard tasks will
be always met and iii) soft tasks will be executed if a slack
time is detected on the MON_SLACK line or the CPU is not
fully loaded by the hard tasks. The requirements can be met
if a new INT (INT;) is signaled to the CPU after one of
the following conditions (evaluated on the FPGA side) is
satisfied:

(Priority Condition):

PRI(INT;) > MON_PRI ~MON_INT = LOW: (1)

INT nesting is not allowed, so a new highest-priority
INT is i) blocked at most by one (recently executed)
lower-priority ISR and ii) directed to the CPU just after
the actual ISR ends.

(Underload Condition): the total CPU load () at
hard- priority levels is smaller than 100% where

o de remy(t)
iD= G 2
is the CPU load of a hard-task ; 2 H inthe <t;d; >
interval, t is actual time, d; = rj+D; (dx = rk+Dy) is
the absolute deadline of a task j ( k) and remy(t) =
Ck rung(t) is the remaining execution time of a hard-
task k 2 p intime t where rung(t) is the consumed
execution time of the task  in time t measured on a
basis of monitoring the MON_PRI=P RI( k) width.
(Slack Condition):

100

MON_SLACK = HIGH ~MON_INT = LOW:

©)

Let it be noted that the maximum number of soft INTs
allowed between consecutive hard-level executions (an im-
plicit update interval) is set to

(1))  (dmax
100 CinT “)

where Cyn is the worst-case execution overhead related
to servicing an INT; 2 SynT and dmax = MaXj=1.::::
If time t'  dmax exists for which it holds that Wmt(too) -
i.e. the accumulated MON_INT’HIGH observed from the last
N update done in t” — exceeds the b}: ¢ value then
all subsequent soft INT stimuli are delayed fo 1 + CINT-
Actually, MON_TICK and MON_CTX are not involved in the
formulas — they are utilized to measure the actual OSTime
value/jitter and gather CTXSW statistics only.

NINT

V. CONCLUSION

The model of the architecture proposed in the paper was
created, analyzed and compared (for the same platform,
task sets, priority assignment policy and INT stimuli) to
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Figure 5. Comparing (a) CPU loads and (b) interrupt throughputs achieved
by the proposed solution (the rightmost 3 columns denoted as dynamic HIL)
and common SIL (polling, strict, bursty) and HIL (static) approaches. The
vertical axis represent INT limit and their particular variants determined
by farrival and by burst size values; for each of the techniques, data are
plotted for 3 various fint values: 0:1kHz, 2:5kHz and 10kHz. The last
3 columns on the right hand side (labeled “dynamic HIL") belong to the
concept presented in the paper. The horizontal axis represent the total CPU
load in % (a) or # of max. interrupts serviced by the CPU during CPU
underload within 0:1s window (b) — aggregated values are plotted for 3
various CPU utilizations of a hard-task set ( ): 10 %, 50 % and 75 %.

the approaches presented in the section Il. The results are
summarized in Fig. 5a), b), Fig. 6 and Fig. 7.

In the figures, it can be seen that our (denoted as dynamic
HIL) approach is able to prevent the ES from INT overload
and to service higher number of INTs during CPU underload
than other approaches at comparable CPU load values.
Our future research activities are planned to be focused
on a detail response-time/RTB-buffer utilization analysis,
an implementation design/realization for real-world systems,
real-traffic measurements/comparisons.
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technique presented in the paper is denoted as "dynamic HIL”. It can be
seen that (up to about fjnt = 4kHz) it is able to achieve smaller than
the other techniques and that < 100% even for fijnt 25kHz.
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Reducing Timing Errors of Polling Mechanism Using Event Timpstamps
for Safety-Critical Real-Time Control Systems

Heejin Kim, Sangsoo Park
Dept. of Computer Science and Engineering
Ewha Womans University
Seoul, South Korea

Email: heejin.kim@ewhain.net, sangsoo.park@ewha.ac.kr

Abstract—Real-time control systems must handle events
from external environment in timely manner to achieve their
objectives. To detect such events and then to obtain input val-
ues, interrupt mechanism has been often used in such systems.
While commonly used in practice, predictability of system
behavior based on interrupts is difficult to analyze because
system behavior might be different depending on the order of
interrupts detected by the system. Despite potential weakness
of polling approach such as timing errors, recent advances on
hardware provide features that can effectively deal with such
challenges. For example, as registers maintain timestamps of
events, system can provide enhanced predictability even when
all the sensor events are periodically polled. In this paper, we
describe a case study in which existing interrupt-based design
of a real-time software controlling an artificial heart has been
modified to the polling-based version. Empirical experiments
revealed that revised design is as efficient, when measured in
terms of system’s external output, as the old design.

Keywords-real-time system, safety-critical systems, software
design, predictability;

I. INTRODUCTION

Real-time control systems typically have a set of tasks
for accomplishing system objectives while each task should
be completed within its deadline. External environment
dynamically generates input values, usually by sensors, to
the real-time control system, and then the control software
embedded in the system computes output values to actuators
for accomplishing its objectives. To obtain such input values
in timely manner, such real-time control systems often use
the interrupt mechanism.

Interrupts are preferred when developing real-time control
systems, because they use hardware support to reduce both
the latency and overhead of event detection compared to
polling mechanism [1] . Predictability indicates amount of
analysis efforts to calculate the next state of the target system
at any given time or software state [2] and it is especially
important when designing real-time software for safety-
critical systems, as exhaustive testing is impractical and
testing alone can never establish sufficient safety assurance
[3]. While commonly used in practice, predictability of
system behavior based on interrupts is difficult to analyze
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because system behavior might be different depending on
the order of interrupts detected by the system.

Polling mechanism, on the other hand, obtains the input
values periodically, while its principles inherently introduce
time gaps between accual event occurrences and polling.
Fig. 1 depicts an example of interarrival times of interupts
from a magnetic sensor in a real target system, Hybrid
Ventricular Assist Device (H-VAD) artifical heart system [4],
[5], that is used as a case study in the following sections in
this paper. If all the external events are handled by interrupt
mechanism, then the control software would be able to
obtain the input values immediately within interrupt delays
which is often very short. There are time gaps, however,
until the control software obtains the input values for polling
mechanism. The time gaps or timing errors decrease both
monitoring performance and responsiveness. A real-time
control system only with polling mechanims can be designed
to execute a set of tasks using a predefined time grid without
the interventions of interrupts, which will provide valuable
time information for developers when they try to analyze
and to predict a given system behavior [6]. As shown in
Fig. 1, the time gaps can be reduced to some extent by
polling more frequently, but, it is inevitable to increase the
system resource utilization at the same time that may affect
timing properties of some of tasks in the system [7]. Polling
period influences both task schedulability and efficiency of
the whole real-time system. System resource utilization may
go beyond the schedulability threshold, as the polling rate
goes too high. Too low polling rate, as a contrary, decreases
system response performance and, at worst, may lose some
events.

Despite potential weakness of polling mechanism (i.e.
timing errors), recent advances on hardware provide features
that can deal with such challenges. As special registers
maintain timestamps of sensor events, we can effectively
minimize the timing errors, potential design vulnerability
caused by time gaps between the occurrence of sensor events
and event polling, with built-in event capture hardware
capabilities, which are common features in modern off-
the-shelf embedded processors from major vendors. Major
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Figure 1. An example of real-time jitters of an interrupt (CAPINT4) in
H-VAD artificial heart system.

disadvantage of polling mechanisms is timing error between
polling time and actual event arrival time. If the system
relies on timestamp of events for monitoring activities, this
disadvantage degrades quality of monitored values. But,
fortunately, timestamp can be precisely restored due to
the built-in features in modern embedded processors that
automatically store timestamp in registers. We confirmed
that simple calculation could reproduce marginally equal
timestamps with original’s one

This paper introduces a way to establish safer basement
of safety-critical real-time control systems. First, in order to
calculate proper density of time grid for polling mechanism,
we obtained real-time constraints via profiling interrupts.
Second, we effectively removed real-time jitters, with built-
in event-timestamping hardware capabilities. Further, we
describe a concrete case study in which existing interrupt-
based design of a real-time software controlling an artificial
heart has been modified to the polling-based design. Benefits
of such architectural refactoring include rigorous schedu-
lability guarantee, ease of software quality assurance due
to enhanced system predictability. Empirical experiments
revealed that revised design is as efficient, when measured
in terms of system’s external output, as the old design.

Il. CASE STUDY: ARCHITECTURAL REFACTORING OF
REAL-TIME CONTROL SOFTWARE IN ARTIFICAL HEART

Artificial hearts, which is a typical safety-critical real-
time control systens, become the only practical solution for
the patients with terminal heart disease because the lack
of heart donors [8], [9], [10] and clinical issues such as
suppressing the immune system for implant living organs
are still unchallenged problems. Modern real-time motor
controllers [11], [12] and embedded software provide ben-
efits to both the patients and developers. Small and power-
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Figure 2. H-VAD artificial heart system.

efficient controllers contributed in developing portable arti-
ficial heart systems, which can enhance the patients’ quality
of life. Developers, also, flexibly customize the controller
for objectives, thanks to the controllers’ support for sensor
handling and high-level programming languages. However,
these benefits came along with software quality assurance
problems for clinical use. Pumping speed control logic, for
example, takes target pumping speed and current pumping
speed as inputs and computes a new speed for the next
motor movement. Anomaly in embedded software may lead
to medical emergencies or even death in the worst case.

H-VAD is a portable artificial heart developed by Korea
Artificial Organ Center (KAOC). H-VAD system has suc-
cessfully operated for more than 180 days in animal testing,
and it satisfied the US FDA (Food and Drug Administration)
regulations for long-term experiments. As shown in Fig. 2,
this device consists of one or two blood pumps and a H-VAD
control device, which is similar to an A4 paper in size, and
weighs about 2kg. Due to its size and weight, it provides
better mobility to the patients comparing to other portable
artificial hearts. The patients can adjust the device according
to his or her status by pressing 6 buttons, which allows
the controlling 2 parameters H-VAD software consists of
about 9,000 lines of C language including about 3,800 lines
of specific code to KAOC H-VAD running on the micro
controller based on TMS320 F2810 embedded processor.

There are 7 interrupt service routines and can be classified
by interrupt sources:

Timer interrupt (T3PINT): This is the only periodic task
executed at the interval of 1 millisecond. It determines
the motor’s next direction and velocity using the current
position, current velocity and reference velocity, which
is calculated by using the two control parameters. It also
monitors other tasks for confirming normal operations
of the pump. In addition, the task periodically polls 6
button events, which are not designated as interrupt.

Pump center hall sensor interrupt (CAPINT1): This
is a sporadic interrupt, which is activated when the
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Figure 3. Interrupt sources in H-VAD system.

motor passes through the pump center hall sensor as
in Fig. 3(a). This task compares the current center
position and the absolute center position of the sensor
determined at initial phase, to monitor range of the
motor’s motion.

Motor hall sensor interrupt (CAPINTA4,5,6): This task is
a sporadic interrupt, which is triggered when the motor
rotates a fixed angle as in Fig. 3(b). It updates the value
of velocity and position. There are three motor hall
sensors.

Button interrupt (CAPINT2,3): This is an aperiodic
interrupts, which is triggered when a button is pressed.
It updates new values of the control parameters. There
are two interrupts multiplexed to 6 buttons.

I11. PROFILING TIMING PROPERTIES OF INTERRUPTS

AND A PERIODIC TASK

Refactoring to polling-based software requires an addi-
tional event polling task that periodically checks external
events if occurred. As summarized in Table I, the augmented
timing profiler obtains timing attributes of all tasks in
original control software. Based on the collected timing
profiles, proper polling period is selected to serve all tasks
without skipping. When the motor is set to the highest
speed, in the most demanding condition, motor hall sensors
trigger interrupts at the rate of about 1.3 milliseconds. In that
configuration, the pump would take about 400 milliseconds
to complete one round trip of back-and-forth movement.
Based on repetitive experiments in various motor settings,
we derived information on the execution time of each task
as shown in the E column. Due to timer’s hardware char-
acteristics, we are unable to measure time intervals shorter
than 0.01 millisecond as shown in the P column. Further-
more, software’s execution paths were relatively simple and
repetitive, observed execution time is a close approximation
of each task’s worst case execution time (WCET) value.

§ Three hall-sensors
~._ (CAPINT45,6)
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Table |
MEASURED TIMING ATTRIBUTES OF H-VAD SOFTWARE.

Name Type zggec) Fn?:ec) Event source
CAPINT1  Sporadic 400 < 0.01 Center hall-sensor
CAPINT2  Aperiodic  N/A < 0.01 Button

CAPINT3  Aperiodic  N/A < 0.01 Button

T3PINT Periodic 1 0.23 Internal timer
CAPINT4  Sporadic 13 < 0.01 Motor hall-sensor
CAPINT5  Sporadic 13 < 0.01 Motor hall-sensor
CAPINT6  Sporadic 1.3 < 0.01 Motor hall-sensor

P : Observed minimum inter-arrival time
E: Observed maximum execution time

CAPINT6 CAPINT4
Interrupts |

Motor velocity v = # of reference
counts between two events
Reference counter L
—————+ T T T TN N TN O O T |

(T2 Timer) 1

Polling Task

Amount of error on velocity variable v

Figure 4. Timing errors in polling mechanism.

1V. REDUCING TIMING ERRORS USING
EVENT-TIMESTAMPS IN POLLING MECHANISM

The H-VAD control software updates current motor ve-
locity with number of reference counts (T2 timer) between
previous two successive motor hall-sensor events. To refactor
current interrupt-based software into polling-based one, all
of the interrupt handlers were masked and one periodic task
whose period is one millisecond handled the external events.
As shown in Fig. 4, same motor hall-sensor events, however,
are acknowledged at next period of polling task if the events
are handled by polling mechanism.

If all events are assumed to have occurred when polling
took place, timing gap would introduce subtle deviation from
intended motor control patterns shown in the figure. We have
to “remember” the precise time when various sensor events
had occurred. Such information is not necessary to determine
the order the priority among event handers. They are static
and never change. However, motor control logic in the H-
VAD design uses timestamps of motor hall sensor events to
derive the current motor speed and compute the adjustment
to be made to the actuator. Special-purpose registers, built in
the TMS320 F2810 motor controller (e.g., CAP1FLAG, etc.),
were used to preserve execution semantics of the H-VAD
design. The hardware event handler stores the timer value
in dedicated stack when an expected signal is recognized
by sensor or button. In this paper, we polled this counter
information from the stack to recover T2 timer information.
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Fig. 5 visualizes how the event-timestamps can be used to
recover reference counts to calculate precise motor speed
even in polling mechanism.

V. EXPERIMENTAL RESULTS

The performace of proposed approach was measured
using output variable comparison. H-VAD software periodi-
cally outputs PWM (Pulse Width Modulation) [13] value to
command speed of the motor in the blood pump. To gener-
alize the comparison, we conducted 3 types of experiments,
which have different pumping rate: a) default (pumping
rate=50), b) fast (pumping rate=120) and c) slow (pumping
rate=30). Each experiment was repeated 5 times and we
confirmed expected results from all experiments that showed
almost same PWM values in both 2 system architectures.
Fig. 6 is the representative overall result when the pumping
rate was default value. Besides the PWM values, we checked
other important func- tionalities related with the operations
(e.g., changing control parameters by pushing buttons) and
they were the same as well.
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V1. CONCLUSION

Polling mechanism has known to offer several advantages
over interrupt mechanism in safety critical real-time control
systems. It comes with real-time guarantee backed up by
formal proof, enhanced predictability in system behavior,
etc. In this paper, we reported a software design refac-
toring study in which interrupt-based design of software
was converted to polling based design. Modern embedded
processors generally offer features (e.g., special-purpose
registers to track timestamps) which enable precise and
fine control of a system. Experiment results demonstrated
that proposed method has advantages in many ways. As a
future work, we plan to work on quantitative metric that
can measure predictability and maintainability of real-time
design approaches.
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Abstract—In this paper, we address the problem of scheduling
periodic, possibly self-suspending, real-time tasks. We provide
schedulability tests for PFP and EDF and a feasibility test using
model checking. This is done both with and without the restric-
tion of work-conserving schedules. We also provide a method to
test the sustainability w.r.t the execution and suspension durations
of the schedulability and feasibility properties within a restricted
interval. Finally we show how to generate an on-line scheduler
for such systems when they are feasible.

I. INTRODUCTION

A real-time task can suspend itself when it has to com-
municate, to synchronize or to perform external input/output
operations. Classical models neglect self-suspensions, consid-
ering them as a part of the task computation time [1]. Models
that explicitly consider suspension durations exist but their
analysis is proved difficult: in [2], the authors present three
negative results on systems composed by hard real-time self-
suspending periodic tasks scheduled on-line. We propose in
this paper the use of model checking on timed automata to
address these three negative results: 1) the scheduling problem
for self-suspending tasks is NP-hard in the strong sense, 2)
classical algorithms do not maximize tasks completed by their
deadlines and 3) scheduling anomalies can occur at run-time.
Result 1) means that there cannot exist a non-clairvoyant on-
line algorithm that takes its decisions in a polynomial time and
always successfully schedules a feasible self-suspending task
set. However, we show that it is always possible to generate
such an on-line algorithm using model checking. Result 2)
implies that traditional on-line schedulers are not optimal,
whereas our approach is. Result 3) points out that changing
the properties of a feasible task set in a positive way (e.g.
reducing an execution or a suspension duration, extending a
period) can affect its feasibility. We prove that our approach
is sustainable w.r.t execution and suspension durations.
Related work: In [3], the authors prove that the critical
scheduling instant characterization is easier in the context of
sporadic real-time tasks. They provide, for systems scheduled
under a rate-monotonic priority assignment rule, a pseudo-
polynomial response-time test. The rest of the literature on
self-suspending tasks focus on the multiprocessor context [4],
[5]. Our approach addresses the problem for periodic tasks,
and is not restricted to RM. The timed automata approach
has been already used to solve job shop scheduling problems
[6], [7]- In [8], the authors present a model based on timed
automata to solve real-time scheduling problems, but this
model cannot be applied to self-suspending tasks because of
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the way the preemptions are modeled. Moreover, it intrinsi-
cally considers work-conserving schedules and cannot handle
uncertain times.

Contributions: In this paper, we propose a timed-automata-
based model for hard real-time periodic self-suspending tasks.
We show how to use model checking to obtain both a
necessary and sufficient feasibility test, and a schedulability
test for classical scheduling policy (RM, DM, EDF). When
these algorithms fail to schedule a feasible system, we show
how to generate an appropriate scheduler. We also consider the
cases where both the execution time and the suspension time
of each task are uncertain. The generated schedulers then have
an important property: the feasibility of a task set is sustainable
w.r.t the execution and suspension durations.

Sect. 11 presents the task model, Sect. Il introduces the self-
suspending task automaton, Sect. 1V exposes how to check
the feasibility and the schedulability with PFP and EDF, and
how to generate a sustainable scheduler. Sect. V presents
experiments and finally we conclude.

Il. SELF-SUSPENDING TASK MODEL

Task Model and assumptions: We consider the problem of
scheduling a system = 1;:::; g of n independent possi-
bly self-suspending periodic tasks synchronously activated on
one processor. A task which does not suspend itself is charac-
terized by the tuple ; = (C;; Ti; Dj) where C; is its execution
time, T; its period and D; its relative deadline with D;  T;.
A task which suspends itself is characterized by the tuple ; =
(Pi; Ti; Di) where Pj is its execution pattern. An execution
pattern is a tuple P; = (C}; E}; C2; E2;::;; C™) where each
C} is an execution time and each E{ a suspension time. When
these parameters can take values within an interval, we refer to
the tasks as uncertain tasks and the execution pattern becomes
Pi = ([C{;C{ L [Ef EF L [CE CELL s [C s €M D). To
simplify the notations, when there is no ambiguity, the task id
is not mentioned and the tuples becomes = (C;T; D) etc.
This model and notations are inspired by existing literature on
self suspending tasks [4], [1], [3], [2].

Sustainability: The schedulability of a task set with a given
algorithm is said sustainable w.r.t. a parameter when a schedu-
lable task set remains schedulable when this parameter is
changed in a positive way. The sustainability is an important
property since it permits to study the worst case scenario. In
our task model, execution and suspension durations can be
bounded within intervals. In the remaining of the paper, we
say that the schedulability is sustainable when the task set
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Figure 1. Self-Suspending Task. UPPAAL model is available in [11]
is feasible with all the possible values in the intervals. By
extension we say that an algorithm is sustainable when the
schedulability of a task set with this algorithm is sustainable.

I1l. THE SELF-SUSPENDING TIMED AUTOMATON MODEL

A timed automaton [9], is an automaton augmented with a
set of real variables X, called clocks. The firing of a transition
can be controled by a clock constraint called guard and a
location can be constrained by a staying condition called
invariant. A clock valuation is a function that associates
to a clock x its value v(x) and a configuration is a pair
(9;v) where q is a state of the automaton and v a vector of
clock valuations. A run is a sequence of timed and discrete
transitions, timed transitions representing the elapse of time
in a state, and discrete ones the transitions between states.
Synchronous communication between timed automata can be
done using input actions (a?) and output actions (a!).
Self-Suspending Timed Automaton: Let = (P;T;D)
be a self-suspending task. We associate to  a timed au-
tomaton A (Fig. 1) with one clock x and of states Q =
fs;e; F; p; sp; idg. State s is the waiting state where the task
is active, e the execution state, p the state where the task
is preempted, T is the one where the task has finished its
execution, sp the suspension state and id is an idle state used
to model a possible idle step. To compute the execution time
of a task, we use the clock x and a variable ¢ as follows: the
automaton can stay in the execution state exactly one time unit
and the variable ¢ keeps track of how many time units have
been performed. This is represented by an invariant x 1
on state e and a loop transition that increments ¢ . The guard
¢ < C 1 restricts the number of loop transitions. The
preemption of the task is modeled using transitions from e
to p and from p to e. Note that the modeling of preemption
at any time is not possible using timed automata because
clock variables cannot be stopped. Thus, it is supposed in this
model that a task can be preempted only at integer times. The
transition from e to id is enabled when the total time spent
in the active state is equal to C and the number of performed
step is less than m. To model the suspension of a task we use
the state sp. The automaton can stay in the state sp exactly E
time units. This is modeled using an invariant x E on the
state and a guard x = E. The task finishes when all the steps
have been computed. This is modeled using the guard i = m
from state e to state f. To make this task periodic of period
T, we use a second timed automaton At with one state and
a loop transition enabled every T time units. This transition
is labeled with an output action T! and synchronizes with
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the transition from waiting state (f) to active state (s) of the
automaton A . Finally, we introduce a third automaton Ap,
which models the deadline of the task using an output action
D! fired every D time units. We call the tuple (A ;At;Ap)
a A self-suspending automata model.

IV. SCHEDULABILITY USING MODEL CHECKING

Model checking is an automatic verification technique used
to prove formally whether a model satisfies a property or
not. In this section, we present how we use CTL [12] model
checking to test the feasibility of a task set, its schedulability
with PFP and EDF, and the sustainability of a schedule.

A. Feasibility and Schedulability

Let = f ,::: hg be a finite set of self-suspending
tasks. We associate to every task ; a self-suspending automata
model (AT ; AL; AL). We use a global variable proc to ensure,
using a guard, that only one task is executing at once. We
introduce a new state ST OP; for each automaton AP, which
is reached if a task misses its deadline. For every non final
state of Al | a transition labeled by an input action D;? leads to
state ST OP;. These transitions synchronize with the deadline
automaton. Thus, if an instance of a task does not terminate
before its deadline, the automaton goes to the state ST OP;.

Proposition 1 (feasibility): Let = f 1::: g be a set
of self-suspending tasks. is feasible iff CTL Formula 1 is
satisfied.

CEG:(
i2[1;n]

STOP;)! 1)

Sched

Sketch of Proof: Proposition 1 states that the self-
suspending problem is feasible iff there exists a feasible
scheduling run i.e a run that never reached a STOP state.
Suppose that the scheduling problem s feasible and Formula
1 is not satisfied. If the problem is feasible, then there exists a
schedule where all the instances of all tasks never miss their
deadline. This schedule corresponds in the self-suspending
automaton to a feasible scheduling run. This contradicts the
hypothesis that Proposition 1 is not satisfied. Suppose now
that Formula 1 is satisfied and the scheduling problem is not
feasible. If the formula is not satisfied, then all scheduling
runs are not feasible i.e all the scheduling run lead to a STOP
state. This contradicts the fact that the problem is feasible, the
contradiction comes from the fact that the automaton capture
all possible behaviors of task instances. |

An on-line scheduling algorithm can be obtained using a
feasible run satisfying Formula 1 by simply reading sequen-
tially the configurations of the feasible run until reaching the
one where all active tasks have terminated their execution
without missing their deadline.

Proposition 2 (PFP Schedulability): Let be a set of self-
suspendlng tasks sorted according to a priority function, with

: n. Is feasible according to a fixed priority
scheduler iff CTL Formula 2 is satisfied.

1The operator A means for all paths, E there exists a path and G globally
in the future [12].
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Formula 2 states that there exists a feasible run where, in
all the configurations, a task cannot be in its execution state
if a less priority task is active i.e. in state s or p. The idea of
the proof is similar to the one of Proposition 1.
Proposition 3 (EDF Schedulability): Let be a set of self-
suspending tasks. is schedulable according to EDF iff CTL
Formula 3 is satisfied.
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Pij is a state of an observer automaton reachable when
Xp; Xp; > Di Dj with Xp,; and Xp; the clocks of the
deadline automata Al and AL.

Formula 3 states that there exists a run where, in all the
configurations, a task cannot be in its execution state if a task
with a closer deadline is active. The idea of the proof is similar
to the one of Proposition 1.

B. Sustainable Scheduler

In a timed game automaton (TGA)[10], the set of transitions
is split into controllable ( ¢) and uncontrollable ( ) ones.
Solving a timed game consists in finding a strategy f s.t. a
TGA supervised by T always satisfies a given formula. Fig.
2 represents our model adapted to uncertain self-suspending
tasks. The start and preemption transitions are controlled by
the scheduler, while the transitions from state e to f, from e
to id and from sp to p are controlled by the environment. The
guard ¢ C, 1 on transitions e to id and e to T models
that the task can terminate after C; time units and the guard
¢ <Cy 1 models that the task terminates before C, time
units. The invariant x Cy and the guard x E, from sp
to p models a suspension of a duration within [E;; Ey].

Definition 1 (Scheduling strategy): Let A be a set of n
uncertain self-suspending task automata. A scheduling strategy
is a function f from the set of configurations of A to the set

IL::: DLF g stiff((g;v)) =e2 . then execute the
controllable transition e and if f((q;v)) = then wait in the
configuration (q; V).
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Proposition 4 (Sustainability): Let = f .0 hg be a
finite set of uncertain self-suspending tasks. A sustainable
scheduling algorithm exists for  iff there exists a scheduling
strategy T s.t the self-suspending timed game automata model
of  supervised by f satisfies the safety CTL Formula 4.

sust . AG:( ~ STOP;)
i2[1;n]

(4)

Sketch of Proof: Formula 4 states that there exists a
strategy function f s.t. for every configuration of the task set
and every possible execution duration or suspension duration,
there is a way to avoid the STOP states. Let  be a set
of uncertain self-suspending tasks. Suppose that there exists
a sustainable feasible scheduler for . Then, the strategy f
can be simply computed by defining a strategy that mimic
the decisions of the sustainable scheduler. Consider now that
there exists a feasible scheduling strategy for the timed game
satisfying Formula 4, then there exists a way for all the tasks
to not miss their deadline whatever are the execution and
the suspension durations. Thus this strategy can be used as
a sustainable scheduling algorithm. |

Algorithm 1 Scheduling Strategy Algorithm

1 @w  (aivodit o
2: while q 8= gg or t = 0 do
3: while £((g; v)) =  or no task finished or no end of suspension do
4: Wait: v v+ 1
5: end while -
6: if F(a; V) = tr 2 L then
7: (a5 Vi) s the successor of (q; v) while taking the transition tr
8: if 9qf( & o) and qf( = eJ then
9: execute task  j at time t Ty
10: end if_ . . .
11: if 9qf( 6 o and qf( = pJ then
12: preempt task at time t ty
13: end if. . . i
14: if 9qf< & g and qf( = spJ then
15: suspend task  j attime t  f
16: end if
17: end if
18: if atask j has finished then
19: (Qk; Vi) is the configuration (q; v) where qf( ) ;vk(xJ ) (o]
20: end if
21: if atask j has terminate the suspension then
22: (dK; V) is the configuration (q; v) where qf( pJ H vk(xJ ) 0]
23: end if
24: [CHY%) Ak V)
257 end while

To provide a sustainable scheduling algorithm we need to
construct a feasible strategy if one exists. Such a strategy is
finite, because of the decidability of the timed game problem
[13]. Then an on-line scheduler is an algorithm that executes
the pre-computed strategy. This is formalized by Algorithm
12. According to the actual configuration, the scheduling
algorithm can decide 1) to stay in this configuration, i.e to
continue the execution of a task or let the processor idle (lines
3-5) ; or 2) to execute, preempt or suspend a task (lines 6-
17). Finally when an execution or a suspension terminates, the
algorithm computes the new configuration (lines 18-25).

Note that if the presented methods generate possibly idle
schedules, we can compute work-conserving schedules by
specifying this property in CTL Formulas 1, 2, 3 and 4.

qu is the state of the automaton j in the configuration (g;; Vi) ; qo is the
initial configuration ; t is an additional global clock which is never reset ; t;
the valuation of the clock t in the configuration (g;; Vvi).
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V. EXPERIMENTS

We used UpPAAL[14] and UPPAAL-TIGA[15] to implement
our model [11]. We tested it on two examples. The first is
composed by two regular self-suspending tasks. The second
is composed by three uncertain self-suspending tasks. Fig. 3
and Fig. 4 present the obtained results. White squares represent
suspension durations and hatched ones execution durations.
Example 1 (regular self-suspending tasks) In this exper-
iment, we have modeled the system = f 1; 29 with

1 = ((1;4;1);7;7) and > = ((1;3;1);6;6). We have first
used Formula 2 with RM priority assignments. The property
is not verified, this result permits us to conclude that the task
set is not schedulable according to RM. The same result is
obtained with the inversed priority assignment. Sub-Fig. 3(a)
and 3(b) validate these results: we see that , effectively
misses a deadline at time 6 with inverse RM, and that 1
misses a deadline at time 7 with RM. We have then used
Formula 3 to test the feasibility with EDF. The property is not
verified, this can be confirmed by Sub-Fig. 3(c) that shows
that , misses a deadline at time 42 under EDF. Finally we
have used Formula 1 to test the unconstrained feasibility. The
property is verified, thus a feasible schedule exists for this task
problem. Using the produced feasible scheduling run, we are
effectively able to produce the schedule presented by Sub-Fig.
3(c) (TAAS stands for Timed-Automata-Assisted Scheduler).
Example 2 (uncertain self-suspending tasks) In this ex-
periment, we have modeled the system = f1; 2; 30
with 3 ((2;2;4);10;10), » ((2;8;2);20;20) and

3 = ((2);11;11), where 1 has the highest priority and 3
the lowest. We first have verified Formula 2: the property is
verified, the system is then feasible with a fixed priority sched-
uler. We then have modeled the system =T i, 2; 30,
with ; = (([1; 2]; [1; 2]; 4); 10; 10). We have verified Formula
4 restricted to fixed priority schedulers on our model, the
property is not verified. We conclude that feasibility with a
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fixed priority scheduler is not sustainable for this system. Sub-
figure 4(a) presents the schedule obtained with . Sub-figure
4(b) presents the schedule with where the third instance

of 1 executes with the pattern P; = ( R 21 ;C2). It results
in a deadline missed for 3 at time 49. However, we have
tested Formula 4. The outcome is positive in both cases: valid
schedules restricted and non restricted to work-conserving
ones. The feasibility of the system is then sustainable (within
the intervals [C;C!] and [E];E/]) in the general case and
with a work-conserving scheduler. Indeed, there exists a simple
way to enforce the sustainability: forcing the system to insert
idle times when a task completes earlier than it was supposed
to. Fig. 4(c) shows the resulting schedule of this strategy. Fig.
4(d) presents a work-conserving feasible schedule which can
be obtained using the strategy generated by UPPAAL-TIGA.

VI. CONCLUSION

In this paper, we present how to use model checking to
solve a difficult scheduling problem: the scheduling of periodic
self-suspending tasks. We provide a feasibility test and schedu-
lability tests with PFP and EDF. We also provide a method
to test the sustainability of schedules w.r.t the execution and
suspension durations. This is done both with the restriction of
work-conserving schedules and in the general case. Finally our
approach permits to generate a scheduler for such systems.
Work in progress:

We first have to implement the scheduler generation and to
formalize the memory complexity of generated on-line sched-
ulers. Then we have to improve the way our automata handle
preemptions. Finally we have to extend our model to consider
multiprocessor platforms and tasks sporadic activation and
compare the results with the ones presented in [3].
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Abstract—The gateway impact on the end to end system
performances is a major challenge in the design process of
heterogeneous embedded systems. In this paper, this problem
is tackled for a specific avionics network AFDX with CAN
to identify the main interconnection issues. The results herein
show the possible enhancements of the system performances
thanks to an optimized gateway based on a frames pooling
strategy, compared to a basic gateway.

Keywords-heterogeneous embedded networks; CAN; AFDX;
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I. CONTEXT AND RELATED WORKS

During the last few decades, many specific data buses have
been successfully implemented in various critical embedded
applications like CAN [1] for automotive and ARINC 429
[2] for civil avionics. However, with the increasing com-
plexity of interconnected subsystems and the expansion of
exchanged data quantity, these data buses may be no longer
effective in meeting the emerging requirements of the new
embedded applications in terms of bandwidth and latency.

In order to handle this problem, the current solution
consists in increasing the number of used data buses and
integrating dedicated data buses with higher rates like
FlexRay [3] for automotive and AFDX [2] for civil avionics.
Using these different data buses makes global interconnec-
tion system heterogeneous and requires special gateways to
handle the problem of existent dissimilarities between the
subnetworks. This clearly leads to increasing communica-
tion latencies and making real-time constraints guarantees
difficult to prove.

Hence, the gateways characteristics analysis and their
impact on the end-to-end performances become one of
the major challenges in the design process of multi-cluster
embedded systems. Various approaches are recently offered
to handle the problem of design space exploration and
optimization of heterogeneous embedded networks. Never-
theless, these proposed approaches have often ignored the
gateways impacts on the systems performances. In this spe-
cific topic, the approach of Pop et al. [4] focuses on the opti-
mization of multi-cluster embedded systems interconnected
via gateways to find a system configuration satisfying the
different temporal constraints. The gateway was considered
as a simple frames converter and the issue of optimizing
this interconnection function was not tackled. Another paper
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[5] deals with the same problem in the specific case of
Ethernet and CAN interconnection by predicting average
flows latencies using simulation.

The aim of this paper is first to identify the main chal-
lenges concerning the interconnection function in heteroge-
neous embedded systems and its impacts on the end to end
system performances, through a representative avionics case
study which consists in interconnecting an AFDX network
with CAN buses. Then, in order to enhance the bandwidth
utilization and delivered Quality of Service on the AFDX
network, we proceed to the interconnection function opti-
mization to determine an accurate frames pooling strategy
that fulfills the system requirements.

In the next section, the avionics case study is described
and the main interconnection function issues are detailed.
Then, in section 3, the definition of a basic gateway and the
end-to-end performance analysis are presented. The obtained
results through the case study lead to some identified limita-
tion of this proposal towards the bandwidth utilization on the
AFDX and to overcome this problem a gateway optimization
process is proposed in section 4.

Il. AvIONICS CASE sTUuDY: AFDX-CAN

A. Description

Our case study is a representative avionics network as
shown in figure 1 which consists of an AFDX network,
considered as a central network where avionics calculators
and end-systems exchange their data, and two CAN buses
where the first one is used to collect the sensors data needed
for avionics calculators functioning while the second one is
used to transmit generated calculators command data to the
actuators, via a specific interconnection function equipment.

Figure 1. Interconnection of CAN buses to an AFDX backbone network



This case study is a representative heterogeneous avionics

embedded network where:

- the AFDX network is based on Full Duplex Switched
Ethernet protocol at 100Mbps, successfully integrated
into new generation civil aircraft like the Airbus A380.
Thanks to the virtual link (VL) concept [2] which gives
a way to reserve a guaranteed bandwidth to each traffic
flow and policing mechanisms added in switches, this
technology succeeds to support the important amount
of exchanged data.

- The CAN is a 1Mbps data bus that operates follow-
ing an event triggered paradigm where messages are
transmitted using the priority based mechanism and
the collisions are resolved thanks to the bit arbitration
method [1].

The works presented in this paper are mainly focused on
the interconnection function to guarantee communications
between the CAN sensors network and the AFDX and ex-
clude the communication between the AFDX and the CAN
actuators network for visibility reasons. The considered
messages are described in table I1-A. There are transmitted
from 25 sensors on CAN to the interconnection equipment,
to be then transmitted to the AFDX.

Messages | Number | Length(bytes) | Period(ms)
ma 3 8
mo 2 8 4
m3 16 2 10
mgy 4 2 10
Table |

SENSORS TRAFFIC DESCRIPTION

B. Interconnection Function issues

As it can be noticed, the main heterogeneity parameters
for this case study concern the communication paradigms
and the protocols characteristics like frame format and
transmission capacity. Clearly, these dissimilarities lead to
an increasing interconnection function complexity to handle
the different heterogeneity aspects. The main arising issues
to define the interconnection equipment are three fold.

- End to end communication semantics: the key idea here
is to keep the communication transparency between an
AFDX calculator and a CAN sensor to avoid the alter-
ation of existent hardware in these equipments. Hence,
for an AFDX calculator the source of the transmitted
Virtual Link is the interconnection equipment, while
for a CAN sensor the transmitted data is consumed
by the interconnection equipment. Consequently, the
conversion of CAN frames on AFDX frames is ex-
clusively performed in the interconnection equipment
which guarantees the required communication trans-
parency and spares the end to end communication
semantics definition between AFDX and CAN nodes.

- Addressing problem: the main issue here is to han-
dle the dissimilarities between the CAN and AFDX
communication models, where the former is based
on a producer/consumer model while the latter on a
client/server one. Hence, the interconnection equipment
has to map the CAN messages identifiers to Virtual
Link source addresses. A static mapping is considered
in our case where for each CAN identifier there is an
associated Virtual Link on the AFDX.

- End to end temporal performances: For avionics em-
bedded applications, it is essential that the communi-
cation network fulfills certification requirements, e.g.
predictable behavior under hard real time constraints
and temporal deadlines guarantees. The use of an inter-
connection equipment may increase the communication
latencies and makes the real time constraints difficult to
verify. In order to deal with the worst case performance
analysis of such network, schedulability analysis are
used based on the Network Calculus formalism [6] and
scheduling theory. The analysis will be detailed in the
next section.

I11. PERFORMANCES ANALYSIS WITH (1:1) GATEWAY
A. (1:1) Gateway Definition

Giving the identified issues in section I1-B, an intercon-
nection function on the application level seems the most
suitable solution to handle the end to end communication
semantics problem. Hence, we define the interconnection
equipment as a gateway which is described in figure 2 and it
proceeds as follows: first, each received CAN frame on the
CAN interface is decapsulated to extract the payload; then,
thanks to the static mapping table, the associated Virtual
Link is identified and the obtained AFDX frame is sent
through the AFDX interface. This gateway is called (1:1)
Gateway where one CAN frame is converted to one AFDX

frame.
E= [ uvpp

» CANopen
o8] | | Ethernet CAN %-
A | |

AFDX CAN
Figure 2. A (1:1) Gateway functioning

B. End-to-end delay Definition

= -
*E' AFDX l:'K—(l\ | T o can
=
9 dery doas
Figure 3. End to end delay definition



In order to investigate the end to end temporal perfor-
mances, the main metric that has been chosen is the worst
case end to end delay that will be compared to the temporal
deadline of each message. The end to end delay of a given
message sent from a CAN sensor to and AFDX calculator
via the gateway can be defined as shown in figure 3 as
follows:

deed = darpx + deTw + dcan 1)

where,

- darpx is the maximal delay bound for a given AFDX
message crossing the AFDX network, which was mod-
eled and calculated using the Network Calculus formal-
ism in [7];

- deTw Iis the duration a frame might be delayed in
the gateway and is equal to the payload extraction and
mapping latency, which can be modeled as a maximal
constant delay ;

- dcan is the maximal delay bound for a given CAN
message to be received by the gateway, which cor-
responds to the message maximal response time us-
ing the scheduling theory and a non preemptive Rate
Monotonic-based model.

C. Results and identified limitations

The end to end delay bounds are calculated for the case
study described in section 1I-A. The obtained worst case
delays for each message type are described in table Il1-C.
First, the AFDX delays are extracted from [7] results using
the Network Calculus formalism. Then, the CAN delays are
calculated using the scheduling theory tool Cheddar [8]. The
technological latency in the gateway is assumed constant
where = 50 s. Clearly, one can see that all end-to-end
delay bounds are smaller than respective deadlines (periods)
which means that all the temporal constraints are respected.

frame (64 bytes at least). This fact can increase dramati-
cally the AFDX delays which depend linearly on the burst
quantity, especially if there are many sensor CAN buses
interconnected to the AFDX via similar gateways. Clearly,
an optimization of the Gateway functioning is needed to
handle this problem. Our key idea is to find an optimal
strategy of pooling many CAN frames inside the gateway to
send their data within the same AFDX frame to reduce the
burst quantity transmitted from the gateway to the AFDX.
This gateway is called (N:1) Gateway and is detailed in the
next section.

Messages | VLs number | burst (bytes) | rate (Mbps)
miy 3 192 0,768
my 2 128 0, 256
m3 16 1024 0,829
ma 4 256 0,205

Table 111

INDUCED VLS CHARACTERISTICS

IV. OPTIMIZATION PROCESS: (N:1) GATEWAY

A. (N:1) Gateway Definition

The optimized gateway internal architecture is shown in
figure 4 and it proceeds as follows: the static mapping is no
longer based on associating one Virtual Link for each CAN
frame but it is optimized to associate one Virtual Link to
a group of CAN frames. The mapping is encoded thanks
to the introduced ”"Multiple” layer that defines the offset of
each CAN payload inside the AFDX frame.

UDP
P CANopen

CANopen

Ethernet

CAN

Messages | dhppx(mMs) | dian(ms) | dig(ms) | Period(ms)
msy 1 0.44 1.49 2
mp 2 0.62 2.67 4
m3 4 1.81 5.86 10
my 5 1.95 7 10
Table 11

MAXIMAL END TO END DELAY BOUNDS

In order to evaluate the impact of this basic (1:1) gateway
where for each CAN frame we associate a Virtual Link on
the AFDX, the virtual link numbers for each message type
and the associated burst and rate for the aggregate traffic
are described in table 111-C. As one can notice, this gateway
strategy implies an important number of VLs on the AFDX
with an important burst quantity and required bandwidth
guarantees. This is essentially due to the introduced overhead
to send small data (less than 8 bytes) within an AFDX

AFDX CAN

Figure 4. A (N:1) Gateway functioning

The pooling strategy inside the gateway is illustrated
within the figure 5. An introduced timer allows the
accumulation of many CAN frames at the gateway CAN
interface. Then, when the timer expires, the accumulated
data will be sent in the same AFDX frame. Hence, the
gateway pooling strategy depends on the parameter  and
the calculus of its optimal value is detailed in the next
section.

B. Optimization Process

The gateway pooling strategy is modeled as a maximal
waiting delay at the input gateway CAN interface in
addition to the existing delays explained in section I11-B.
The key idea here is to calculate the optimal which
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Figure 5. The Gateway Pooling strategy

enhances the AFDX bandwidth utilization induced by the
sensors and satisfies the temporal and memory system
constraints. The optimization problem can be analytically
described as follow:

Maximize( )

Subject to:
- temporal constraints
i, diay+ + +dhepx  deadlingg (2
- gateway memory constraint
Ccan ! W 3)

Where W is the memory size in the gateway and Ccan
is the transmission capacity on the CAN bus. Combining 2
and 3, we obtain a maximal bound for

Ti" (dean + +daepx)) (4
CAN

C. Results and interpretations

First, we proceed by the calculus of  for the considered
case study using (4) and the obtained results are described in
table IV-C. We assume that W = 1500 bytes and =50 s.
Hence, the maximal admissible bound for the researched

frames within the same Virtual Link on the AFDX. The
obtained burst and rate in this case are described in table
IV-C. The comparison of the two gateway strategies shows
a noticed amelioration of the induced burst quantity and
the required rate on the AFDX with the optimized gateway
strategy (N:1).

mt

m2

ma

LD L

parameter is the minimal obtained value ¢ = 0.51ms.
Messages | Period(ms) | dhp s (Ms) | di 5 (MS) (ms)
my 2 1 0.44 0.51
m2 4 2 0.62 1.33
m3 10 4 1.81 414
ma 10 5 1.95 3
Table IV

POOLING STRATEGY PARAMETER CALCULUS

Then, we analyze the impact of the gateway pooling
strategy on the number of induced Virtual Links and the
transmitted burst quantity on the AFDX in this case. The
pooling strategy effect is shown in the diagram (figure 6 )
which is obtained with the scheduling theory tool Cheddar.
For visibility reasons, we present only the first period dura-
tion and we consider the aggregate traffic for each message
type. However, to perform the pooling strategy analysis, we
consider the individual messages. As you can see, we tried to
calculate the CAN frames number that could be accumulated
during  and the obtained pooled frames are shown in the
last line of the diagram. The idea is to send these obtained

Figure 6. An example of the gateway pooling strategy
Strategy | VL(s) | burst(bytes) | rate (Mbps)
1:1 25 1600 2,068
(N :1) 1 215 0.86

Table V

THE TWO GATEWAY STRATEGIES COMPARISON

V. CONCLUSION

The optimization of the interconnection function and its
impacts on the end to end performances for a particular
avionics network: AFDX-CAN are analyzed in this paper.
The obtained results are encouraging and we are currently
working on the generalization of the gateway pooling strat-
egy to other case studies.
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Abstract In this paper, we present a mixed-EDF algorithm
for periodic real-time tasks. A mixed-EDF algorithm considers
tasks with two different preference levels. Tasks in the high
preference level are scheduled as early as possible, and tasks in
the low preference level are scheduled as late as possible without
violating their deadlines. We discuss how to employ this new
algorithm for energy ef cient fault tolerance management in a
two-processor real-time system compared with a standby-sparing
scheme where primary and backup copies are on different
processors. To achieve better energy saving while preserving
the original system reliability and tolerating one permanent
fault, the new mixed-EDF based scheme mixes and schedules
primary and backup copies on two processors. And primary
copies are given preference over backup ones on both processors
to reduce overlap between two copies of the same task. An
example is presented to illustrate the energy improvement from
our new scheme compared with the standby-sparing scheme. The
scheduling algorithm is presented and we point out our future
work in the end.

Index Terms Energy Management, Real-Time Systems, Relia-
bility, Fault Tolerance, Dynamic Voltage Scaling, EDF Scheduling

I. MIXED-EDF ALGORITHM

Earliest Deadline First (EDF) [10] was rst proposed by
Liu et al. as an optimal scheduling algorithm for periodic
preemptive tasks on a monoprocessor system. Several im-
portant results have also been reported in [3], in which
EDL algorithm pushes the periodic tasks as late as possible
to maximize the idle intervals in the earlier parts of the
schedule. This property makes EDL a very good candidate
for scheduling task sets with the combination of periodic and
aperiodic tasks. As periodic tasks can be scheduled as late
as possible while meeting their deadlines, and aperiodic ones
can compete for the available idle slack and execute as early
as possible to minimize their response time. Recently, Haque
et al. [9] proposed an improved standby-sparing technique on
a two-processor system for periodic tasks, which uses EDL
to schedule backup copies on the spare CPU to reduce the
unnecessary overlap with their corresponding primary copies
on the primary CPU, which are scheduled by EDF. And thus
improve the energy ef ciency.

However, we observe that more available slack in the spare
CPU can be exploited for better energy management under
fault tolerance requirements. Moreover, the overlap between

This work was supported in part by NSF awards CNS-0855247, CNS-
1016974 and NSF CAREER Award CNS-0953005.
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primary and backup copies of the same task can be further
reduced. For such purpose, we study in this paper a mixed-
EDF scheme. In addition, we apply this algorithm to a two-
processor system for energy ef cient fault tolerance manage-
ment.

Consider a set of n periodic real-time tasks

time (WCET) c; under the maximum CPU frequency, and the
period pj. Therefore, a task T; can be represented as a tuple
(pi; ¢i)- The relative deadline of task T; is assumed to be equal
to its period. The j* job of T, denoted as T;.j, arrives at time
(J 1) pi and has a deadline of j p;. The utilization of a task
Ti, uj, is de ned as C— The total utilization Ut is the sum
of all the individual task utilizations. Moreover, we consider
two task preference groups, Gi1 and G, in our system, where
each task belongs to exactly one group.

The mixed-EDF algorithm is essentially an Earliest Dead-
line (ED) algorithm, which means tasks with earlier deadlines
have higher priorities. However, different from the traditional
EDF scheduling where tasks with earlier deadlines are sched-
uled as soon as possible, we treat two groups of tasks G;
and G, differently. That is, the mixed-EDF algorithm gives
preferences to tasks from G;. The basic scheduling rules are
summarized as follows:

When all current active tasks belongs to only G; or Ga,
they will be scheduled by ED as soon as possible.
When current active tasks belongs to both G; and G, in
the order of their deadlines, tasks from G, are scheduled
as soon as possible; tasks from G, are scheduled as late
as possible.

Let’s see how we make the scheduling decision at run
time. Suppose that, a task instance from G; arrives at r with
deadline d. For all active and future task instances from G;
that have deadlines earlier than d, we consider them in a set

1. For all active task instances and all future task instances
from G, (that will arrive on or after time r, but with deadlines
earlier than d), we consider them ina set . For interval [r;d],
consider all tasks from 1 and , together following ED order,
if the task is from 1, it will be scheduled as soon as possible.
However, if the task is from », it will be scheduled as late
as possible.

As we can see that, essentially, the mixed-EDF scheme
tries to nd the earliest time slot for instances from G;. And
delay the execution of instances from G, as much as possible.
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Fig. 1. Example: Traditional EDF and mixed-EDF Schemes

Figure 1 illustrates the schedules for both traditional EDF and
mixed-EDF schemes within LCM. Here, the task set consists
of 3 tasks: o = (3;1), T2 = (5;2) and T3 = (15;4). Note
that Ut = j—; C—' = 1. We assume that Gy consists of Ty
and T3, and G, consists of only T,. Although we change the
scheduling order for task instances in the task set, the mixed-
EDF can still achieve full system utilization. Moreover, the
example clearly illustrates that tasks from G, (fTq, T3Q) are
scheduled as soon as possible, and tasks from G, (fT,g) are
scheduled as late as possible in the mixed-EDF schedule.

For the rest of the paper, we will rst review the RAPM
and standby-sparing technique in Section Il. After that, our
mixed-EDF based energy ef cient fault tolerance scheme is
introduced in Section I1l. A simple example is presented rst
to show the intuition of our scheme in Section I1I-A. Then, we
discuss detail steps of the algorithm in Section I11-B. Future
work is discussed in Section 1V.

Il. RAPM AND STANDBY-SPARING

Real-time embedded systems become more and more preva-
lence in recent decades, which have already been applied to
patient monitoring system in ICU, ABS system for vehicles,
and video monitoring system for remote activities in outer
space, etc. [7], [6]. With the rapid development of multipro-
cessor systems and the functionality demand of embedded
systems, using multiprocessor for the real-time embedded
system design becomes a trend. However, using multiprocessor
makes energy management the primary topic in both academia
and industry.

For energy management, Dynamic Power Management
(DPM) is the most straightforward way, where the system
components are put into idle/sleep states when they are not
in use [13]. Another widely studied technique is Dynamic
\oltage Scaling (DVS), which scales the CPU supply voltage
and frequency simultaneously to slow down its execution to
save the energy [15].

Besides the energy management, real-time systems also
need to consider the reliability and fault tolerance issues
while satisfying the timing constraints. Computer systems are
subject to different types of faults [11], which may occur
at runtime due to various reasons, such as hardware defects,
electromagnetic interference, cosmic ray radiations, and so on.
Permanent faults may bring a system component (e.g., the
processor) to halt and can not be recovered without some form
of hardware redundancy. Transient faults, on the other hand,
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are not persistent. They are often triggered by electromagnetic
interference or cosmic ray radiations and disappear after a
short time interval.

Resent research shows that the probability of having tran-
sient fault increases drastically when systems are operated at
lower supply voltages [5], [18]. As a result, the Reliability-
Aware Power Management (RAPM) framework was proposed,
which uses time-redundancy for both DVS and reliability
preservation [16], [17], [12], [8]. Assume that the system’s
original reliability is satisfactory, the RAPM scheme sched-
ules a separate recovery job for every job that has been
selected to scale down. The recovery job is executed (in the
maximum speed) only when its scaled primary job incurs a
transient fault. As we can see that RAPM can save the system
energy consumption without degrading the system’s original
reliability. However, the RAPM scheme only preserves the
system reliability with respect to transient faults, and does
not consider tolerating permanent fault. Moreover, due to the
separate allocation of the recovery job on the same processor
with its primary job, large tasks with utilization greater than
50% can not be managed, which limits its applicability.

Several research work on tolerating permanent fault in the
real-time system has been studied [6], [1], [7], [2], [14].
Most of them consider the problem of improving the task
acceptance ratio or minimizing the number of CPU needed
in the system while tolerating limited number of permanent
faults. To the best of our knowledge, none of the previous work
considered co-management of energy and fault tolerance until
recently. Ejlali et al. [4] proposed a standby-sparing technique
for a two-processor system. Speci cally, the application tasks
are executed on the primary processor using DVS, and the
spare processor is reserved for executing backup tasks, if
needed. Upon the successful completion of a primary task, the
corresponding backup task is cancelled and excessive energy
consumption is avoided. However, should the primary task fail,
the backup runs to completion at the maximum frequency.
Hence, the solution statically allocate backup tasks on the
spare CPU to minimize the overlap between primary and
backup copies of the same task. Moreover, since real-time
tasks typically complete early in actual execution, the backup
tasks are often canceled without even starting to execute,
which leads to more energy saving.

However, this work limits only to nonpreemptive and
aperiodic tasks. Haque et al. extended the standby-sparing
technique for preemptive periodic real-time applications very



recently [9]. Speci cally, the Earliest-Deadline-First (EDF)
policy is applied on the primary CPU with DVS, while the
backups are executed on the spare CPU according to the EDL
(Earliest-Deadline-Late) policy [3]. EDL delays the jobs as
much as possible to obtain idle intervals as early as possible.
That is, the joint use of EDF and EDL on the primary and
secondary CPUs provides better chance to reduce the overlap
between the two copies at run-time and reduce the energy cost
due to the backup executions. Moreover, both permanent fault
of a single CPU and the system’s original reliability (in terms
of resilience with respect to transient faults) are preserved.

Although the improved standby-sparing scheme by Haque
et al. [9] extends this technique to a more practical applica-
tion, all primary and backup copies need to be allocated to
corresponding primary and spare CPUs separately. This kind
of task partition can not explore the available slack in the spare
CPU for energy management. In this work, by discarding the
notation of primary and spare CPUs, we mix the primary and
backup task copies on two CPUs. By applying the mixed-EDF
algorithm on each processor, we can minimize the overlap
between the primary and the backup copies of the same task
and explore more available slack in the system for better
energy management.

I11. MiIXeD-EDF BASED EEFT SCHEME

In this section, we will discuss how we apply the mixed-
EDF algorithm on each CPU in the system, and formalize our
Mixed-EDF based Energy Ef cient Fault Tolerance algorithm
(Mixed-EDF EEFT). Note that when we apply the mixed-
EDF algorithm to our fault tolerance scheme, G consists of
primary copies of tasks and G, consists of backup ones.

A. The Example

In order to clearly illustrate the idea of our proposed
scheme, a simple example for comparing the RAPM, standby-
sparing and our mixed-EDF EEFT scheme is discussed in
this section. However, before we getting into detail of the
example, let’s rst discuss the system and power model, and
assumptions we will use to evaluate the energy consumption
here.

We consider a multiprocessor system that consists of two
CPUs, and both of them have the DVS capability. In order to
tolerate the transient fault and maintain its original reliability,
we only adjust the frequency of the primary copy of the task.
The backup copies have to always execute in the maximum
frequency fmax. We normalize all frequency values with
respect t0 fmax, 1.6, fmax = 1:0. A job T;;; may take up
to § time units when executed at frequency f.

We adopt a system-level power model used in previous
reliability-aware power management research [17], which is
shown in Equation (1). Speci cally, Ps stands for static
power. Ping is the frequency-independent active power. The
frequency-dependent active power depends on each proces-
sor’s frequency f and system-dependent constants Ceg. As-
sume that the static power Ps is always consumed, we focus

on managing the active power, and set up Cer and Pjng to be
1 and 0:1, respectively [8].

P = Ps + Ping + Cer L 1)

At job completion times, an acceptance (or, consistency)
test is performed to determine the occurrence of transient
faults [11]. If a fault is detected, we can still continue with the
backup job. Otherwise we can immediately cancel or terminate
the backup task. The cost of running the acceptance test is
assumed to be included in the worst-case execution time of
jobs [17].
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Fig. 4. Example for Mixed-EDF EEFT Scheme

Now consider an example 0532 tasks: T = (5;1) and
T, = (10;2). Note that Utor = i2=1 % = 0:4, which gives
us a lot of slack for saving energy without compromising the
system reliability. Assume that during the real execution, each
task will fully use their WCET, and no failure will happen.
First, Figure 2 shows the RAPM scheme where primary copies
of both tasks can be scaled down to execute at frequency 0:25.
And their corresponding backups are allocated accordingly.
During the real execution, all backups will be deallocated.
For the standby-sparing scheme in Figure 3, both tasks can
be scaled down to execute in frequency 0:4 on P;. However,
the idle slack in P, is wasted. Since there is no overlap
between copies of task T1, both B1.; and Bj., are deallocated.
However, B;.1 needs to be fully executed, and it forces To.1
to stop at time 9 on P;. This is because the backup copy



B..1 has already nished successfully at time 9 in P, and the
primary copy T».; doesn’t need to proceed anymore. For the
mixed-EDF EEFT scheme shown in Figure 4, primary copies
of both T1 and T, can execute at frequency 0:25 (the same as
in RAPM scheme). During the execution, all backup copies
can be deallocated excepted for the rst part of B.;.

By using the power model we discussed above, our mixed-
EDF scheme can save about 20% energy compared with
standby-sparing scheme. Although RAPM scheme can get
more (i.e., 50%) energy saving, it can not tolerate permanent
fault in the system.

B. Algorithm Discussion

After the example we illustrated above, we discuss the
detailed steps of our Mixed-EDF EEFT scheme in this section.
The task set , which only includes primary copies, is rst
partitioned onto two CPUs in the system following the worst-

t scheme, with tasks being ordered by their utilization in
non-increasing order. Then, to tolerate permanent fault, the
backup copy of each task is allocated to the CPU which is not
the one that its corresponding primary copy is allocated. As
we can see that, after this step, each CPU has mixed primary
and backup copies allocated to it. Therefore, the corresponding
task group G; and G, for each CPU can be obtained. After
the task partition, the mixed-EDF algorithm that we proposed
in Section | can be applied to each CPU. Since the mixed-
EDF algorithm schedules the task’s primary copy be executed
as early as possible and its corresponding backup copy as
late as possible on the other CPU, it reduces the unnecessary
overlapping. Moreover, by mixing the primary and the backup
copies on CPUs, more slack from the system (especially from
the spare CPU in the standby-sparing scheme) can be exploited
for better energy savings.

1V. CONCLUSIONS AND FUTURE WORKS

In this work, we study a new EDF based scheduling algo-
rithm, namely mixed-EDF scheme, which considers tasks with
two different preference levels. Tasks in the high preference
level are scheduled as early as possible, and tasks in the low
preference level are scheduled as late as possible without
violating their deadlines. We believe that this algorithm is
optimal regarding to the system utilization. Moreover, the
application of this algorithm, Mixed-EDF EEFT scheme, for a
two-processor system for energy management while preserv-
ing the original reliability and tolerating a single permanent
fault is discussed.

For our future work, we will conduct extensive simulations
and evaluate the performance of our mixed-EDF EEFT scheme
in terms of energy savings, reliability, etc., when comparing
to the existing standby-sparing scheme. The online scheme
to further exploit the dynamic slack that is generated by
tasks’ early completion and deallocation of backup copies
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will be studied. Moreover, extending the energy ef cient fault
tolerance algorithm to a multiprocessor system with more than
two processors will also be considered.
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I. INTRODUCTION

In this paper we consider the schedulability of the Non-
Cyclic Generalized Multiframe Task Model System Model
defined by Moyo et al. [1] (NC-GMF in short). Moyo et
al. provided a sufficient EDF schedulability test, Baruah ex-
tended the model by considering the Non-cyclic recurring task
model [2] and provided an exact feasibility test. Stigge et al.
further extend this model and consider Digraph real-time task
model [3], and consider the feasibility (or, equivalently, the
EDF-schedulability) of their task model.

Formally, an NC-GMF task set is composed of
. Ap NC-GMF task  is charac-
tgrlzed by the 3- tuple (C.,D.,T) where C., D;, and
;CNi] of execution re-
] of (relatlve) deadlines, and
] of mrnrmum separations, respectively. Ad-
dltlonally each task makes an initial release not before time-
instant O;.

The interpretation is as follows: each task ; can be
in N; different configurations, where configuration j with
j 2 f1;:::;Nig corresponds to the triplet (C{; DJ;TJ). We
denote by "‘ 2 f1;:::;N;g the configuration of the Kb
frame of task . The frrst frame of task ; has an arrival
time al Oy, an executlon requirement of C , an absolute

deadllne al + D * and a minimum separation duration of
T with the next frame. The k™ frame has an arrlval trme
ak ak 1+ T; y 1, an execution requirement of E ,

absolute deadline a"+D and a minimum separation duration

1
of Ti with the next frame.

It is important to notice that *I can be any value in
:;Nig for i 2 f1;:::;Mg and k 2 Ng. L.e., the exact
order in which the dlfferent kinds of jobs are generated is not
know at design-time, it is non-cyclic. In this way this model
generalizes the GMF model [4].

In this research we consider the scheduling of NC-GMF
using Fixed Task Priority (FTP) schedulers and without loss
generality i < j implies that ; has a higher priority than j.
Notice that, while having a model and solutions close to ours,
[3] considers dynamic priority tasks. Even if a very similar
mechanism (the request bound function) works very well with
dynamic priorities allowing to provide necessary and sufficient
feasibility tests, it introduces some pessimism in the context
of fixed priorities, leading to a sufficient schedulability test.

k
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This research. Our goal is to provide a sufficient schedula-
bility test —ideally polynomial— for the scheduling of Nc-
GMF using FTP schedulers. We report two first results: (i) we
present and prove correct the critical instant for the NC-GMF
then (ii) we propose an algorithm which provides a sufficient
(but pseudo-polynomial) schedulability test.

First notice that the popular critical instant notion (see
Definition 1) is not really applicable in our task model.

CRITICAL INSTANT

Definition 1. A critical instant of a task T; is a time instant
such that: the job of T; at this instant has the maximum
response time of all job of Tj.

This notion is difficult to extend to non-cyclic model in the
sense that the workload (task requests) is not unique, contrary
to the Liu and Layland or the (cyclic) GmF task model.

Anyway, the critical instant is important because it provides
the worst-case scenario from j standpoint, in the next section
we will show that the synchronous case remains the worst case
for the more general model namely the NC-GMF.

Definition 2. Let us consider an NC-GMF task set £ ; : i 2
[1;:::;M]g, where ; is described by
f(Cl Dl ) ..... (CN. DN. TN.)g
The scenario of task j, denoted by S;, is a value ai1 O;j

(the initial release time) associated with an infinite sequence

of tuples F(*¥; ¥):k =1;2:::9, with:
;|i( 2 fl ..... Igr
K T{‘
If task ; follows the scenario Sj, then:

the first job is released at time al, has an executlon

requirement of C ‘ and a relative deadline D v
the k™ job (k > 1) is released at tlme ak = a

k ! has an execution requirement of C ) and a relative
deadlrne D )

1y

In this work we consider offset independent scenarios with
the following definition:

Definition 3. A scenario S; is said to be offset independent if
it depends neither on at, nor on the schedule. In other words,
if we shift by  the frrst arrival, all arrivals will be shifted the
same way, and the jobs will keep the same characteristics.



A-
1 * R * f
2 T ]
3 s T T
4] T
ti 1 tr

Fig. 1. t 1;to and tr.

A scenario @. obtained in shifting S; by
bi
53

1
by

Definition 4 (From [5]). An idle instant occurs at time t in a
schedule if all jobs arriving strictly before t have completed
their execution before or at time t in the schedule.

is described by:

aj

k 8k
k 8k

Theorem 5. For any task ; the maximum response time
occurs when all higher priority tasks release a new task request
synchronously with ; and the subsequent requests arrive as
soon as possible.

Proof: We! consider a job J; in a given scenario and we
will show that, by shifting the job releases of higher priority
tasks, in the synchronous case the response time of the job
Ji does not decrease. Since that property holds whatever the
scenario we can conclude that the worst case response time
occurs in a synchronous scenario, hence the property.

Let tg be the J;j release time. Let t ; be the latest idle

denote the time instant when J; completes. (See Flgure 1)

First, if we (artificially) redefine J; release time to be t ;
then tg remains unchanged but the Jj response time may
increase.

Assume now that ; releases a job at t ; and some higher
priority task ; does not. If we left-shift ; such that its first
job is released at time t ; then J; response time remains un-
changed or is increased (since we consider offset independent
scenarios) We have constructed a portion of the schedule that

release job together. This shows that asynchronous releases
cannot cause larger response time synchronous release (for
the same scenario).

It remains to show that the left-shift does not impact on
t 1. It may be noticed that no job shift pasts t ;, every
job that starts after t ; continues to do so after the shift by
construction. Similarly, any job that starts before t ; continues
to do so after the shift and t 1 remain an idle instant: consider
any interval [x;t 1], no job shift into this interval, no left
shifts cross t 1, therefore the total demand during [X;t 1]
cannot increase, therefore the last completion time prior to
t 1 cannot be delayed.

1This proof is based upon lecture slides, the authors thank S. Funk and
J. Anderson. It corrects [6], [7] for the popular sporadic task model.
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The same argument (i.e., the left-shift) can be used to
complete the proof and show that the worst case response
time occurs when the subsequent requests arrive as soon as
possible. [ ]

Il. SCHEDULABILITY TEST
A. Request Bound Function

In order to provide a schedulability test, we will use a
similar approach to the one used by [8], [9], [3], in order to
bound the computation demand that a task can request. From
the previous section, we know that a scenario has its worst
demand when the first request arrives at time 0, and all other
requests arrives as soon as possible. l.e.,a} =0and X = T iy
This kind of scenario will be called a dense scenarlo

In the following, we define a sporadic scenario as a scenario
were exact release times are let free. A sporadic scenario
is then determined by a sequence of configuration numbers
1,42, o ogwith “K 2 F1;:::; N;g 8i; k. Theorem 5 says then
amongst aII the pos5|ble arrlval pattern of a sporadic scenario,
the dense scenario is the worst.

From this, we provide a new definition:

Definition 6. Given a sporadic scenario S; of a task j, we
define the Request Bound Function RBFsg, (t) as the maximal
total demand that ; can request in the interval [0; t]. Formally,

RBFs, ()=  C.' with

k=1

®

=min:
=0 k=1
In the single frame model, where there is only one possible
(sporadic) scenario, this corresponds to the Request Bound
Function [9]. In the framework of feasibility for dynamic
priorities, authors of [3] consider Demand Bound Function,
instead of Request Bound Function.
Some example of such request bound functions are shown in
Figure 2(a)-2(c). We can observe that a request bound function
is always composed of a sequence of connected steps where

the k" step is composed of a vertlcal Jump of C;*, followed

by a horizontal segment of length T ¢
Let us now assume that the (sporadlc) scenario is fixed for

to know if the system is still schedulable if we add a task j.
Adapting the results from [8], we need to check that, if starting
synchronously with all higher priority tasks, j can still meet
its deadline. As ; can have different configurations, we need
to find the smallest solution to the following N; inequalities:

@)

t=CK+  RBFg,(t) 8k 2 flL;:::;N;g:

j<i
If we now want to check the schedulability of any task system,
we need to raise the hypothesis that the scenarios are known,
and consider all the possible combinations of scenarios. But
checking the schedulability through this method would be
impossible within a reasonable amount of time, even for small
problem instances.
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Fig. 2. (a, b, c): Request bound functions (RBF) for a task j with Cj = (1;2) and T; = (2;5). In (8): S = (1;1;1;1;::2), in (b): S = (2;2;::2), in (c):
S =(1;2;1;1; ::"). (d): Maximum refuest bound functions (MRBF) (all the request bound functions are in light gray). (e): Maximum request bound function
for task j with Cj = (4;6;3) and T;j = (5; 10; 4). The two oblique lines are uB;j and LBj.

In the following, we propose to bound all the possible
request bound functions for a given task, and to use this
bound instead of all possible scenarios. This will make the
problem tractable, but at the price of loosing the exactness of
the schedulability test (as explained in Section 111-C).

B. Maximum Request Bound Function

In the following, we will focus on the maximal request that
a task can produce in the interval [0; t), whatever the scenario.

Definition 7. The Maximum Request Bound Function
MRBFj(t) of a task ; represents an upper bound on the
demand that task ; can request up to any time t. Formally,

MRBF;(t) = max RBF (t
(® = max reF ()

where fSig represents all the possible dense scenarios of ;.

Notice the MRBF is not the maximum of all the RBF’s (such
a maximum does not exist in general), but a function which,
for each t, gives the maximum of all RBF(t).

Examples of such MRBF functions can be seen in Fig-
ures 2(d)-2(e). Before explaining how this MRBF can be
practically computed, here is how we use it:

Theorem 8. An NC-GMF task set is schedulable using an

smallest positive solution to the equality

t=CK+  MRBFj(t)

j<i
is not larger than DX.

Proof: This is a consequence of Theorem 5 and the worst-
case response time computation for FTP schedulers [8]. |

C. Pessimism

As we stated before, this technique introduces some pes-
simism. Here is a simple example explaining why. Let us
consider a system with two tasks, where 1 is described in
Figure 2(a)-2(d), and , contains only one configuration with
Cl =1and T} = D} = 3. A way of proving that this system
is schedulable is to consider the RBF of all possible scenarios
for 1, and to see if , can process its single unit of work
within the three first units of time. For every scenario , it
boils down to find at 3 such that RBF (t) + Ci t. This
is obviously the case for Figure 2(a) (t = 2), (b) (t =3) and

(c) (t = 2). We let the reader check the other cases. However,
we could not find such a t with MRBF, which implies that our
test could not conclude to the schedulability of the system.
As a future work, we would like to quantify this pessimism,
i.e., study how much exactness we loose by considering MRBF
instead of all the RBF’s separately. We hope to be able to
bound this pessimism by a constant C: if our test attests the
non-schedulability of a task system on a unit speed CPU,
then it is for sure not schedulable on a CPU of speed C.

D. Algorithm

Computing MRBF;(t) can be done in a very similar way
as in the context of dynamic priorities [3]. We present the
algorithm (Algorithm 1) here for the sake of completeness.

The basic idea is to store in a queue (Q) points
where a (dense) scenario can pass (i.e., one step stops
at this point). We first add the point (0;0) (line 2), and
then all the points that can be reached from (0;0), i.e.,

course, we only add a point if it is not already in the queue,
as observed in [3] (line 9).

Notice that we only need to get MRBF until the maximal
deadline of tasks with a lower index, represented by  (line 5).

Algorithm 1: Computing MRBF;

1 MRBF(t) =0;8t O0;

2Q " (0;0);

3 while Q not empty do

(t;v) pOPQ;// Q 1s ordered on t

4

5 ift< then

6 foreach CK; Tk do

7 t t+TKV v+CK

8 8X t:MRBF(X) maxFfMRBF(X);V'g;
9 if (V") 2 Q then

10 | Q" @)

1 return MRBF;

-

E. Bounding MRBF

In order to efficiently compute MRBF, as well as to give
some approximation, it is useful to bound this function. Before

51



giving some bound, we will first define sorpe vzg,ue The max-
imal slope is defined as U™ def maxy T'< . Notice that
U™ could correspond to several conflguratlons of . The
maximal amount of work is given by C{"& ' max ck .

We also need to define CiumaX, the computation requirement
corresponding to the maximal slope (or the maximum of them
if several configgrations corresponq) to the maximal slope):
LM max, Ck: C = ymax

CUmax

U max

Property 9. 8t: MRBFj(t) UB; (t) t+ Cmex,

Proof: In order to prove that MRBF; is always below the
line uB;, we will show that no scenario can ever have any
point above this line. First, we remind that a scenario is a set
of connected steps, each of them composed of one vertical
jump of some value Ck, followed by a horizontal segment of
the corresponding TX. One step represents the contribution of
one job of ; in its configuration K.

The proof is done by contradiction. Let us assume that a
scenario contains a point (t;v) above the line, i.e., such that
uB;(t) < v. Without loss of generality, we can assume that
this point is the left-most point of the segment it belongs to.
By construction, this point is in the middle of the contribution
of some configuration k of j, and this contribution starts at
(v CK). Note that as CK  CM@, this point is above
the line f(t) = yma We should now find ei:,sequence
:;kn such that = ; C; Ki=y CK and i Ti ki =
t. This is impossible, as it would mean that, in average the
contributions of the jobs would have a slope larger than U™,
which is a contradiction. [ ]

Property 10. 8t: MRBFi(t) LB;j(t) & umax ¢

Proof: In order to prove this property, we simply build a
scenario S which respects the condition 8t : S(t)  LBj(t).
As by definition, MRBFj(t)  S(t) for any scenario S of j,
this will make the proof. The scenario S consists in choosing
infinitely many times the configuration with the highest slope,
i.e., the one corresponding to U™®*. Trivially, this scenario
“touches” LB; on the right side of each horizontal segment. B

With a similar argument, we could refine our lower bound:
LBi(t) T umax ¢4 (Cmax  CcUmax) We et the formal
proof for a longer version of this paper.

Property 11. No scenario going through (t;v) such that
LBj(t) C™® >y can ever coincide with MRBF; after t.

Proof: From Prop. 9, a point below LBj C™2* will never
be part of a scenario reaching LBj, for the same reason that no
scenario of ; starting at (0; 0) can ever reach UBj. AS MRBF;j
is always above LB;j (Prop. 10), a point below LB; C™&
will never be part of a scenario contributing in MRBF;. [ ]

From this last property, we can strongly improve Algo-
rithm 1. As soon as a point is too far from MRBF, it can
be ignored. Line 9 of Algorithm 1 can be re-written as:

if tO ymax = VO

C™ and (V) 2Q 2)
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With the same argument as in [3], we may prove that Algo-
rithm 1 is polynomially bounded in  and n;.

IV. OPEN QUESTIONS AND CONCLUSION

In this work, we provide a sufficient schedulability test for
the scheduling of NC-GMF tasks using FTP schedulers.

There is still a lot of work to be done in that direction. Here
are a few examples of our plans for the very near future.

We observed that starting from a value we still need
to quantify, MRBF; follows a periodic pattern of size
Cmax  TUmax \We hope to find a fast way to compute
this pattern and when it starts. This might allow to
strongly improve the complexity of computing MRBF; (t).
As already stated, our method introduces some pessimism
that we would like to quantify, and hopefully bound.
We would like to adapt the technique presented in [9]
in order to define a polynomial approximation scheme
for our schedulability test, combining MRBF; for k steps
with uB; for higher values. However, the complexity of
computing k steps of MRBF is much more complex than
in [9] where computing k steps is in O(k). We will need
to bound the complexity of getting k steps of MRBF; the
previous item will be a first step before we get this result.
We also plan to adapt our technique to the more general
model of Digraph tasks [3]. We believe that it should not
be very difficult, but we will need to adapt the proof of
the critical instant and the algorithms.

ACKNOWLEDGMENT

We would like to warmly thank Sanjoy Baruah, from the
University of North Carolina (Chapel Hill), for posing the
problem and for the very interesting and useful discussions
we had together.

REFERENCES

[1] N. Moyo, E. Nicollet, F. Lafaye, and C. Moy, “On schedulability
analysis of non-cyclic generalized multiframe tasks,” in 22nd Euromicro
Conference on Real-Time Systems. IEEE, 2010, pp. 271-278.

S. Baruah, “The non-cyclic recurring real-time task model,” in Proceed-
ings of the 2010 31st IEEE Real-Time Systems Symposium.  IEEE
Computer Society, 2010, pp. 173-182.

M. Stigge, P. Ekberg, N. Guan, and W. Yi, “The digraph real-time task
model,” in IEEE Real-Time and Embedded Technology and Applications
Symposium, 2011, pp. 71-80.

S. Baruah, D. Chen, S. Gorinsky, and A. Mok, “Generalized multiframe
tasks,” Real-Time Systems, vol. 17, no. 1, pp. 5-22, 1999.

J. Goossens and S. Baruah, “Multiprocessor algorithms for uniprocessor
feasibility analysis,” in Proceedings of the seventh International Confer-
ence on Real-Time Computing Systems and Applications. Cheju Island
(South Korea): IEEE Computer Society Press, December 2000.

C. L. Liu and J. W. Layland, “Scheduling algorithms for multiprogram-
ming in a hard-real-time environment,” Journal of the Association for
Computing Machinery, vol. 20, no. 1, pp. 46-61, January 1973.

J. W. S. Liu, Real-Time Systems. Prentice Hall, 2000.

K. Tindell, A. Burns, and A. Wellings, “An extensible approach for
analysing fixed priority hard real-time tasks,” Journal of Real-Time
Systems, vol. 6, no. 2, pp. 133-151, 1994.

N. Fisher and S. Baruah, “A polynomial-time approximation scheme
for feasibility analysis in static-priority systems with arbitrary relative
deadlines,” in Proceedings of the EuroMicro Conference on Real-Time
Systems. |IEEE Computer Society Press, 2005, pp. 117-126.

(2

(3]

(4]

(5]

(6]

[7]1
(8]

(9]



Towards Self-Adaptive Scheduling in Time- and Space-Partitioned Systems

Jodo Pedro Craveiro, Joaquim Rosa and José Rufino
Universidade de Lisboa, Faculdade de Ciéncias, LaSIGE
Lisbon, Portugal
Email: jcraveiro@lasige.di.fc.ul.pt, jrosa@lasige.di.fc.ul.pt, ruf@di.fc.ul.pt

Abstract—Time- and space-partitioned systems (TSP) are a
current trend in safety-critical systems, most notably in the
aerospace domain; applications of different criticalities and
origins coexist in an integrated platform, while being logically
separated in partitions. To schedule application activities, TSP
systems employ a hierarchical scheduling scheme. Flexible
(self-)adaptation to abnormal events empowers the survivability
of unmanned space vehicles, by preventing these events from
becoming severe faults and/or permanent failures. In this paper,
we propose adding self-adaptability mechanisms to the TSP
scheduling scheme to cope with timing faults. Our approach
consists of having a set of feasible and specially crafted partition
scheduling tables, among which the system shall switch upon
detecting temporal faults within a partition. We also present
the preliminary experimental evaluation of the proposed mech-
anisms.

Keywords-Adaptive control; adaptive scheduling; adaptive
systems; aerospace and electronic systems; hierarchical systems;
real time systems.

I. INTRODUCTION

The computing infrastructures supporting onboard
aerospace systems, given the criticality of the mission
being pursued, have strict dependability and real-time
requisites. They also require flexible resource reallocation,
and reduced size, weight and power consumption (SWaP). A
typical spacecraft onboard computer hosts multiple avionics
functions [1], to each of which separate dedicated hardware
resources were traditionally allocated. To cater to resource
allocation and SWaP requirements, there has been a trend in
the aerospace industry towards integrating several functions
in the same computing platform. As these functions may
have different degrees of criticality and predictability, and
originate from multiple providers or development teams,
safety issues might arise, which are mitigating by employing
time and space partitioning (TSP) [2], whereby applications
are separated into logical partitions.

Achieving time partitioning by scheduling partitions in a
cyclic fashion, assigning them predefined execution time win-
dows (in a partition scheduling table —PST), has advantages
related to system verification, validation and certification.
Time windows are defined at system configuration time,

This work was developed in the context of ESA ITI project AIR-II
(ARINC 653 In Space RTOS, http://air.di.fc.ul.pt). This work was partially
supported by the EC, through project IST-FP7-STREP-288195 (KARYON),
and by FCT, through the Multiannual and CMUjPortugal programs.
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according to the applications known timing requirements —
viz. estimated worst-case execution times (WCET). However,
if the time assigned to a partition with real-time requirements
turns out to be insufficient due to unforeseen events or con-
ditions, the application hosted in this partition will probably
miss its deadlines. Depending on the function performed
by the application, these timing faults may have serious
consequences for the mission.

In this paper, we propose a mechanism to mitigate these
timing faults in TSP systems through self-adaptation, while
still maintaining the advantages of cyclic partition scheduling
for verification, validation and certification purposes. The sys-
tem reacts to the detection of deadline violations by switching
among multiple predefined PSTs, especially configured to
meet the detected unforeseen demand. Our approach takes
advantage of functionality provided by the AIR architecture
for TSP systems. AIR was developed in an international
consortium sponsored by ESA with the requirements of
the aerospace industry in mind [3], but is applicable to
other safety-critical systems as well (such as aviation and
automotive).

The remainder of this paper is organized as follows. In
Section Il we describe the AIR architecture for time- and
space-partitioned systems, with emphasis on the features
which empower our current proposal. Then, in Section IlI,
we present the proposed self-adaptive scheduling mechanism.
In Section 1V, we describe our experimental validation and
the results obtained. In Section V, we present already de-
veloped features, based on reconfiguration, that increase the
usefulness of our present approach. Section VI surveys related
work. Finally, Section VII closes the paper with concluding
remarks and future work.

Il. AIR ARCHITECTURE

The AIR architecture has been designed to fulfil the
requirements for robust TSP, and foresees the use of differ-
ent operating systems among the partitions, either real-time
operating systems or generic non-real-time ones.

The modular design of the AIR architecture is shown
in Figure 1. The AIR Partition Management Kernel (PMK)
ensures robust temporal and spatial partitioning. The Applica-
tion Executive (APEX) provides a standard interface between
applications and the underlying core software layer [4]. The
AIR Health Monitor is responsible for handling hardware and



bene®ts in terms of certi®cation, veri®cation and validation).
It pro®ts from AIR's mode-based schedules and process
deadline violation monitoring we described.

In our approach, the system integrator includes several
PSTs that ful®l the same set of temporal requirements for
the partitions, but distribute additional spare time inside the
MTF among these partitions in different ways. This set of
PSTs, coupled with an appropriate Health Monitoring (Sec-
tion 11) handler for the event of process deadline violation,
can be used to temporarily or permanently assign additional
processing time to a partition hosting an application which
has repeatedly observed to be missing deadlines [5].

This approach with static precomputed PSTs is a ®rst step
towards a lightweight, safe, and certi®able dynamic approach
to self-adaptability in TSP systems. In this paper, we resort
to experimental evaluation to validate this initial proof of
concept. The next steps to enhance the coverage and ef®cacy
of our proposal are already planned and are described in
Section VII.

First hierarchy level ‘ MWPartiton 7, W Partition P, []Partition P ‘
Partition scheduling

IV. EXPERIMENTAL EVALUATION
Figure 2. AIR two-level hierarchical scheduling, with support for mode- _
based schedules A. Sample generation

software errors (like deadlines missed, memory protection We ran our experiments on a set of 200 samples, each
violations, or hardware failures). The aim is to isolate error@f Which corresponding to a TSP system comprising 3
within its domain of occurrence: process level errors willPartitions. Each partition in a sample system was gener-
cause an application error handler to be invoked, whil@ted by (i) drawing a taskset from a pool of 500 ran-
partition level errors trigger a response action de®ned gpm tasksets with total utilizations between 0.19 and 0.25;
system integration time [3]. tasks' periods were randomly drawn from the harmonic set
Mode-based schedule§emporal partitioning is achieved f125 25G 500 100Q 2000y; these values are in milliseconds,
through two-level hierarchical scheduling (Figure 2). In thetnd correspond to typical periods found in real TSP systems;
®rst level, partitions are scheduled cyclically oveMajor (i) computing the partition’s timing requirements from the
Time Frame(MTF), according to @artition scheduling table timing characteristics of the taskset, using Shin and Lee's
(PST). In each partition, processes compete in the secoRgriodic resource model [6] with the partition cycle from the
hierarchy level according to the native process scheduler 8§€tf25;50; 75,100y which yielded the lowest utilization. The
each partition's operating system [3]. AIR supports modesample’s MTF is set to the least common multiple of the
based partition schedules, among which the system c&rtitions’ cycles.
switch throughout its execution. This feature may be used f(g
(self-)adaptation to different mission phases, or unforeseen
events [5]. After being requested, a schedule switch becomesWe implemented a simulator of the described two-level
effective at the end of the current MTE. scheduling scheme, with AIR's mode-based scheduling and
Process deadline violation monitoringDuring system deadline violation monitoring mechanisms [5], supporting
execution, it may be the case that a process exceeds ¢ proposed self-adaptive schedule switch mechanisms, in
deadline. This can be caused by a malfunction, by transiefte Java language. The choice of Java was driven by the
overload (e. g., due to abnormally high event signalling rates§ievelopment of a more complete modular simulator, taking
or by the underestimation of a process's WCET. AIR featuregdvantage of the object-oriented paradigm.
a lightweight approach to the timely detection of process For each sample, the ®rst step of the simulator is to
deadline violation. The upper bound on the deadline violatiogeénerate two PSTs using an extension of the algorithm we
detection latency is, for each partition, the maximum intervapropose in [7]. The algorithm nearly emulates rate monotonic

between two consecutive time windows [3], [5]. scheduling, assigning available time slots on a cycle basis to
ful®l the minimum duration requirements. In the end, there

Ill. SCHEDULING SELFADAPTATION TO TIMING FAULTS s typjcally unassigned time slots in the MTF covered by the
The self-adaptation mechanisms we hereby propose aim fBST. The extension we implemented for these experiments
the ability to cope with timing faults in TSP systems, withoutwas to generate two PSTs from the assignment made by the
abandonding the two-level hierarchical scheme (which bringslgorithm from [7]: 1, where all the unassigned time is given

Simulation process
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