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In order for information retrieval to be used in software engineering,text must be available. The most

obvious sourcesfor this text are the code, comments, and external documentation. The challenge then

becomesdetermining the appropriate information retrieval tools and techniques to apply. The choice most

often dependson the task under consideration. One task might be to facilitate the identi�cation of code that

needsmodi�cation in a maintenancetask. Such a systemwould require a search enginethat could make use

of relevancemodels, for example. However, other tasks may bene�t from the work in machine translation or

summarization.

Many of the projects that have incorporated information retrieval in software engineering tasks have

made useof LSI, Latent Semantic Indexing. This is a technique usedin the vector spacemodel approach to

information retrieval, which collapsesthe dimensionality of the vector basedon topics. LSI wasdeveloped in

1990. In 1999pLSI was intro duced which is a probabilistic approach to LSI. pLSI is a latent variable model

for generalco-occurrencedata which associates an unobserved variable which each observation (i.e., word).

This allows a document to be generatedfrom several topics, not just one. However, the e�ectiv enessof pLSI

is somewhatsuspect becauseof the small collections usedto evaluate the method.

Other modelsof retrieval may be more e�ectiv e for software engineeringtasks. When examining the titles

of papers in SIGIR, the preeminent conferencefor information retrieval, it is evident that LSI is not used

nearly as much as other methods. Only a single paper mentioned latent semantic analysis. Probabilistic

modelsare featured much more prominently . Languagemodels, in particular, havebeenheavily studied since

the late 90s. Using support vector machinesand clustering are other ways to account for topics in addition to

LSI. Another method, Latent Dirichlet Allo cation (LDA), has beengaining acceptancein machine learning

circles, and has recently been studied in the context of document retrieval. This method is theoretically

more sound than pLSI and has performed well using evaluation metrics.

In our recent work applying IR techniques in software engineering, we have consideredthe quality of
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sourcecode [5, 4, 2]. Our initial approach used cosinesimilarit y, a standard metric used in clustering. We

examinedthe connectionbetweencomments and adjacent code. This is oneexampleof transferring a speci�c

IR technique to a software engineeringtask.

This work used the search engine Yari, developed by Victor Lavrenko at the Center for Intelligent

Information Retrieval [3]. One advantageof usingYari is that the search engineis freely available for research

purposesalong with its sourcecode, so that new applications can be developed basedon a collection indexed

by Yari. In addition to the abilit y to build retrieval collections from arbitrary text, additional functionalit y

wasbeenincluded in Yari. For example,there are several similarit y functions including cosinesimilarit y and

part-of-speech recognition functions that enablesthe recognition of nouns in natural English.

More recently , we have becomeinterested in extending the work of (re)establishing links between doc-

umentation to sourcecode [1, 7]. The work of Maletic, for example, usescomments and identi�er names

within the sourcecode to extract semantic meaning with respect to the entire input document space[7]. In

similar work, Antoniol et al. and De Lucia et al. investigated the useof IR methods to recover traceabilit y

links betweensourcecode and documentation, and betweensourcecode and requirements [1, 6]. They esti-

mated a languagemodel for each document or identi�able section and useda Bayesianclassi�er to scorethe

sequencesof mnemonicsextracted from each sourcecode section. Two casestudies support the hypothesis

that the probabilistic and the vector spaceIR models are suitable for recovering traceabilit y links between

code and documentation.

IR in general,and in particular thesetwo approaches,rely heavily on the words that occur in a document.

Although the documentation is written in natural language, identi�ers seldom are. Thus an improvement

may be possiblewhen simple processingis not enoughbecauseidenti�ers contain abbreviations that do not

appear in the documentation. Knowing the roots of these abbreviations would help improve the identi�ed

links. Research on acronyms in natural languageprocessingmay provide somehints to solving this problem.

Another approach could comefrom machine translation wherethe sourcecode is translated into the language

of the documentation.

Another, more speculative, areaswe hope to investigate aims at helping an engineer form ties to long

term memory. For example, the faster a new maintainer can associate variables and code constructs with

conceptsstored in their long term memory the better. By aiding in or identifying these ties, information

retrieval techniquesmight speedthe processof sourcecode comprehension.
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